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Designing Storage Architectures for Digital Preservation 

September 22-23, 2009 
Library of Congress 

Washington DC 
Time Summary Agenda 

September 22  
12:00 – 1:00  Lunch 

1:00 – 1:15 Opening / Welcome   
 

1:15 – 2:45 

Storage for Digital Preservation: Panel of Case Studies from Users  
 
This will include five (5) short presentations of case studies from the user 
community for initiatives with significant requirements for long-term high-volume 
high-performance content management and delivery.  User community includes 
government agencies, cultural institutions, and research organizations. 
 

2:45 – 3:15 Break 

3:15 – 4:45 

Storage Products & Future Trends: Vendor Perspectives 
 
This will include short presentations from seven (7) invited vendors who provide 
storage management and/or delivery.  Presentations will provide descriptions of 
current and future products and trends expected to be of interest and use to the 
user community with requirements for long-term high-volume preservation of 
digital content. 

4:45 – 5:00 Close-out Day 1 
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Designing Storage Architectures for Digital Preservation 

September 22-23, 2009 
Library of Congress 

Washington DC 
Time Summary Agenda 

September 23  
8:30 – 9:00 Continental Breakfast 

9:00 – 10:15 

Data Integrity: How Do We Do This? 
• Reliability Requirements for the Future 
• Vendor/Provider Solutions in this Area 
 
This will include an overview of requirements and proposed techniques for 
data integrity verification as well as vendor perspectives on solution areas.   

10:15– 10:45 Morning Break 

10:45 – 12:15 

Moving and Distributing Data 
• Requirements for the Future 
• Vendor/Provider Solutions 
 
This will include an overview of requirements as well as vendor perspectives 
on solution areas. 

12:15– 1:15 Lunch  

1:15 – 2:30 

 
 
Technical Migration  

• User Needs 
• Vendor/Provider Solutions 
 
This will include an overview of requirements as well as vendor perspectives 
on solution areas. 

 
 

2:30 – 3:00 

Close-out Day 2 
 
All presentations and summaries of discussions will be made available on the 
digitalpreservation.gov website after the meeting. 
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Storage Architectures for Digital Preservation 
September 22-23 2009 

Washington DC 
 

Background Reading for Attendees 
(These items are not intended as exhaustive or prescriptive; they are 

representative of material and projects that might be useful for context 
related to the meeting topics) 

 
 
Library of Congress 
 

• National Digital Information Infrastructure Preservation Program (NDIIPP) 
http://www.digitalpreservation.gov/library/ 
“The mission of the National Digital Information Infrastructure and Preservation Program is to develop a 
national strategy to collect, preserve and make available significant digital content, especially information 
that is created in digital form only, for current and future generations.” 

 
Digital Preservation Needs and Requirements 
 

• The Digital Dilemma 
(Science and Technology Council, Academy of Motion Picture Arts and Sciences) 
http://www.oscars.org/science-technology/council/projects/digitaldilemma/index.html 

 
• Mind the Gap: Assessing Digital Preservation Needs in the UK 

http://www.dpconline.org/docs/reports/uknamindthegap.pdf 
“Throughout this report, we have used the term ‘digital preservation’ to refer to all the actions required to ensure 
ongoing, meaningful access to digital information for as long as it is required and for whatever legitimate 
purpose.” 

 
• Sustaining the Digital Investment: Issues and challenges of economically sustainable 

digital preservation: Interim Report of the Blue Ribbon Task Force on Sustainable 
Digital Preservation and Access 
http://brtf.sdsc.edu/ 

 
 Practices and Practitioners 
 
 

• Digital Preservation: An Historical Overview 
(Peter Verheyen, Syracuse University) 

 (includes a reasonable bibliography of basic resources) 
 

http://www.philobiblon.com/upload/IST676-DigitalPreservation.pdf 
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• How are We “Ensuring the Longevity of Digital Documents?” 
(David Rosenthal) 

 
http://blog.dshr.org/2009/04/spring-cni-plenary-remix.html 

 
 

• Storage Networking Industry Association (SNIA)-Data Management Forum: Building a 
Terminology Bridge for Digital Information Retention and Preservation Practices  
www.snia.org/.../SNIA-DMF_Building-a-Terminology-Bridge_20090515.pdf 

 
• Storage Networking Industry Association (SNIA)-Data Management Forum: The 

Information Lifecycle Management Maturity Model 
www.snia.org/forums/dmf/programs/ilmi/ilm_mm/ 
 

 
• MetaArchive 

www.metaarchive.org 
 

 
• Hathi Trust 

www.hathitrust.org/ 
 

• Disk and Tape Storage Cost Models  
(Richard L. Moore, Jim D’Aoust, Robert H. McDonald and David Minor) 
http://chronopolis.sdsc.edu/assets/docs/dt_cost.pdf 

 
 

• Tiered Fault Tolerance for Long-term Integrity 
http://berkeley.intel-research.net/bgchun/bonafide-fast09.pdf 

 
 
• Storage Design for High Capacity and Long Term Storage: Balancing Cost, Complexity 

and Fault Tolerance 
http://www.diglib.org/forums/spring2009/presentations/Farmer.pdf  

 

 
• Keeping Research Data Safe: A Cost Model and Guidance for UK Universities (April 

2008) 
http://www.jisc.ac.uk/publications/documents/keepingresearchdatasafe.aspx 

 
• Image Interchange Framework 

http://www.stcatp.org/IIF_background.shtml 
 
Cloud Computing 
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• http://csrc.nist.gov/groups/SNS/cloud-computing/cloud-def-v15.doc 

 
 
MapReduce/Hadoop Framework 
 

• http://googleblog.blogspot.com/2008/11/sorting-1pb-with-mapreduce.html 
 

•  http://www.dbms2.com/2009/05/11/facebook-hadoop-and-hive/  
 

• http://www.slideshare.net/guest5b1607/text-analytics-summit-2009-roddy-lindsay-social-
media-happiness-petabytes-and-lols?type=powerpoint 

 
 
 

Storage – Possibly Not for Preservation 
 

• http://blog.backblaze.com/2009/09/01/petabytes-on-a-budget-how-to-build-chea  
p-cloud-storage/ 
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Designing Storage Architectures for Digital Preservation  
Churchill Hotel, Washington, DC 

September 22-23, 2009 
 
The following provides brief highlights of these sessions and some of the participant 
comments for the convenience of interested parties.  Full presentations are available on this 
site. 
  
Overview: The purpose of the meeting was to bring together technical industry experts, IT 
professionals, digital collections and strategic planning staff, government specialists with an interest in 
preservation and recognized authorities and practitioners of Digital Preservation to identify common 
areas of interest to inform decision-making in the future. The agenda, a background reading list and 
copies of all presentations are available at 
http://www.digitalpreservation.gov/news/events/other_meetings/storage09/index.html 
 
Action Items: 
Library of Congress will: 
• Make presentations available on the web. 
• Compile notes. 
• Work with others who are interested in developing common vocabularies in these areas (such as 

the Storage Networking Industry Association (SNIA) to see if we can talk about vocabularies 
across the community. 

 
 
Meeting introduction: Martha Anderson, the Director of Program Management in the National Digital 
Information Infrastructure and Preservation Program (NDIIPP) at the Library of Congress (LC), set the 
tone for the meeting with a brief introduction, noting that a main goal of the meeting was to set up a 
conversation between those who take care of digital content and those who provide the platforms and 
tools to support the work.  
 
Tuesday September 22, 2009 
 
Storage for Digital Preservation: Panel of Case Studies (Module 1) 
 
Library of Congress: Overview and Framing: Thomas Youkel, Library of Congress 
Overall challenges facing the Library over the coming years: 

• Data Integrity - The Library’s main challenge is assuring the integrity of items on both disk and 
tape. How can the Library be sure that what it received is what it still has? 

• Workflow - Automating the process from ingest through preservation.  
• Content management - A challenge, and there are many unknowns on what will really be 

needed over time. 
• Migration - Especially technical migration. Somewhere in the next 5-7 years, almost every 

storage job could  be a technical migration job. The Library acknowledges that the technology 
is going to change, and technical migration will be inevitable. In ten years the Library will have 
50 – 100 PB, and eventually it will need to rewrite every tape. 

 
Chronopolis: Present and Future Storage Environments: David Minor, San Diego Supercomputer 
Center 
The Chronopolis project is in its second year of existence. It is a three-node federated data grid 
involving connections at UCSD, UMIACS, and NCAR. There is 50 terabytes of capacity per site, and 
the infrastructure is based on the Storage Resource Broker (SRB) tool. 
(http://www.sdsc.edu/srb/index.php/Main_Page). Chronopolis adds layers on top of SRB for 
verification, replication monitoring and integrity checking with the Audit Control Environment tool 
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(https://wiki.umiacs.umd.edu/adapt/index.php/Ace). The data comes in to SDSC and is then copied 
out to the other sites, ultimately put into the tape archive at UCSD. Chronopolis currently manages 
four collections including data from the Scripps Research Institute, the California Digital Library, 
ICPSR and geospatial data from the North Carolina NCGDAP project. 
 
MetaArchive and Cloud Computing: Bill Robbins, MetaArchive Cooperative 
MetaArchive is exploring cloud computing within the confines of a private LOCKSS network.  
Their content is on multiple geographic caches, linked together by the MetaArchive Properties Server.  
MetaArchive is exploring the use of a cloud environment to store and manage the common Properties 
Server function. 
 
Cloud computing is a chance to take open source and move it to an easier level to work with. You can 
build an entire package in the cloud (database, web server, etc.) that is ready to run right out of the 
box.  
 
Requirements for a Digital Motion Picture Preservation System: Andy Maltz, Academy of Motion 
Picture Arts and Sciences 
The Academy report, the Digital Dilemma (http://www.oscars.org/science-
technology/council/projects/digitaldilemma/index.html), has been widely disseminated (including 
translations into three languages). 
What were the requirements identified in The Digital Dilemma?: 

• Access should be guaranteed for 100 years 
• Assets will survive periods of benign neglect 
• Any digital system should at least be as good as the analog systems it replaces (picture 

quality, etc.) 
 
The Academy is involved in an NDIIPP-supported project 
(http://www.digitalpreservation.gov/partners/ampas/ampas.html). The 5 point program of NDIIPP 
project: 

• Digital preservation case study: StEM-standardized test and evaluation material 
• Report: what about the independent filmmakers and small archives? 
• File formats & metadata 
• Research - distributed storage, low cost/low power storage, data compression 
• Education and Outreach 

 
The project is about generating an interim digital preservation program. It is looking at bit- and 
essence-level preservation.  
 
 
A Storage and Content Management Use Case: Laura Graham 
Web archiving began at the Library of Congress in 2000, originally done by the Internet Archive on 
contract. The Library uses two Internet Archive tools: the heritrix tool for web crawling and the 
wayback machine for access. Heritrix writes 2 file formats: ARCs and WARCs. WARC is a recent 
revision of ARC, implements several record types that are important for digital preservation, and it is 
also an ISO standard (http://www.digitalpreservation.gov/formats/fdd/fdd000236.shtm 
 
The Library uses the Bagit content transfer specification to move files within the Library and from 
external partners such as the Internet Archive. 
(http://www.digitalpreservation.gov/library/resources/tools/docs/bagitspec.pdf) 
 
Requirements for tools: 

• Easy and efficient interoperability between machines 
• Automation of copying of content 
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• Reduction in requirements for copying of content. 
• Future statistical auditing of content; should not need to verify items at every step. 
• Universal tracking through the workflow - tracking everywhere the content might be, not just in 

storage at rest. 
 
HathiTrust: Building the Universal Collection: John Wilkin and Cory Snavely, HathiTrust 
The mission of the HathiTrust is as an enterprise devoted to preserving digital copies of the public 
record.  There are currently 25 partners, including major academic institutions.  This was originally 
developed out of activities surrounding the Google and IA digitization projects. Based on the OAIS 
reference model. 
 
The Trust is currently at about 4 million volumes, with a big growth trajectory, only limited by the speed 
of digitization workflows.  They should have 5-6 million volumes by the end of the year, 10 million next 
year. They see content type growth in both retrospective conversion and born-digital publishing. 
 
In terms of technical capacity, they needed to have systems that would operate at scale well, but still 
be able to run on the margins otherwise the cost of operations can easily get out of hand. Archives 
that operate at this kind of scale need to be able to trust storage more, with integrity checking, 
virtualization, levels of abstraction, and the ability to do bit-level preservation within the storage system 
itself.  The ingest processes they are doing now are more highly automated than anything they've 
done before. 
 
DuraCloud: Managing durable data in the cloud: Jane Mandelbaum, Library of Congress 
Duraspace is a collaboration between dSpace and Fedora. The Duracloud project 
(http://www.digitalpreservation.gov/partners/duracloud/duracloud.html) is an NDIIPP-supported effort 
to explore cloud computing, an elastic web-based infrastructure for storage and computing. 
Duracloud will act as an intermediary between libraries and archives and the cloud computing 
providers, hoping to bring digital preservation efforts into the cloud. 
 
The advantage of cloud services: 

• Flexibility 
• Scalability 
• Pay for use 
• Easy to implement 
• Cost 

 
Issues:  

• Stability 
• Transparency 
• Data lock in 
• Service Level Agreements 
• Trust 

 
The project will explore replicating pilot data to various storage providers in different geographic areas 
and then monitoring and auditing the process. 
 
Petabyte-Scale Processing with Hadoop: An Open Source Perspective: Jimmy Lin, University of 
Maryland and Cloudera 
Lin is on the faculty at the University of Maryland, and is heading an  IBM Google Cloud project at the 
university to explore cloud computing issues. Cloudera is a private company that hopes to provide 
commercial support for Hadoop. Hadoop is an open source implementation of MapReduce, a tool 
designed for deep analysis and transformation of very large data sets. 
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The open source framework underlying Hadoop allows users to leverage commodity hardware, share 
nothing architecture, move code and not data. The ecosystem also includes other tools such as Hive, 
Pig Hbase, and Zookeeper. Yahoo and Facebook both run Hadoop to manage terabytes of data per 
day. Lin proposed that a Hadoop cluster will run about 1/3 of the cost of other systems with more 
computing capacity. 
 
Storage Products and Future Trends: Vendor Perspectives (Module 2) 
 
Digital Library, Repository, and Preservation Trends: Art Pasquinelli, Sun Microsystems, Inc. 
Pasquinelli is leading the Preservation and Archive Special Interest Group (PASIG). 
 The academic community is now paying more attention to the Storage Networking Industry 
Association (SNIA) (http://www.snia.org/home), and SNIA paying more attention to PASIG members. 
Both sides are getting tied into open standards.. Open computing and open storage are requirements 
for this community.  
 
Everyone is now requiring upfront data archiving plans for grants. Research and content are morphing 
the IT focus at universities. People mainly go to the Library to ask for curatorial help because they are 
not getting storage guidance from IT. Are the IT departments impediments? Many are starting to turn 
to cloud computing. 
The data long tail is important: you don’t know what is going to be useful in the future. 
 
 
Storage Products and Future Trends - IBM: Michael R. Mott, IBM 
In storage, people are now talking about “cores” and not “frequencies.” To raise the frequency you 
have to raise the voltage, and we lost. The price/performance curve is over. (Moore's law is over). 
 
Architecture paradigm is now more like a “river.” The time component of what you do today, the river 
shapes the landscape and the land tells the river how to move. We don't know what the river is going 
to look like in 20 years. We worry about the properties we want of preservation over time, and that will 
be the property of our system over time.  
 
Hard Drive Directions: Dave Anderson, Seagate 
Where is capacity going? 
 
Key areas: 

• Capacity growth on disk drives may not increase at the same rate, due to hardware factors. 
• Solid state pricing vs. power issues. 
• Interfaces 
• Expected form factor changes. 
• Impact of consumer PC market on availability and type of drives available for the enterprise 

market.  
 
Storage Products and Future Trends -EMC: Timothy K. Harder, EMC 
Over the past three years they've heard a change in “asks.” Organizations have been asking for 
storage and computing units to be located in different locations, but to be seen as a single resource, 
and to do it in a price band where EMC has not traditionally been active. We are looking at commodity 
components and creating storage arrays out of commodity components.  
Want to enable end-user self-provision, get smarter about metering and billing and charge-back data. 
 
Storage Products and Future Trends -Isilon: Paul Rutherford, Isilon Systems 
Storage market trends, where are they going? Flash is expensive, but if it helps the business move 
faster people will pay for it. SATA as an interface goes away as the need for block-level access goes 
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away.  
File System Trends. Scalability: can't run on a standard UFS file system and scale it up. Single 
namespaces are about simplifying the world you work in.  
 
Storage Products and Future Trends – Cisco: Kevin Ryan, Cisco 
In the evolution of the data center, virtualization is the next proof point. We can't do automation without 
virtualization. Beyond virtualizing the server, virtualize the network and the storage as well. Data 
Center Evolution: A unified fabric, with single or dual-connections coming out of each server. There is 
nothing proprietary about a “unified fabric.” 
 
Storage Products and Future Trends – Sun: Raymond A. Clarke (Sun Microsystems) 
We are moving to a utility-type model (pay as you go) with different classes of services and business 
models that include both public and private domains. 
 
There is some information you should have more control over, while providing public access for less 
sensitive data. Platform as a service and infrastructure as a service: both starting to see some 
acceptance within the industry. 
SNIA is promoting the adoption of cloud storage through the Cloud Storage Initiative 
(http://www.snia.org/forums/csi/) and the Cloud Storage Reference Model 
(http://community.stortoc.org/index.php?autocom=downloads&showfile=10).  
 
Moderator John Warren suggested that each participant post a response to one of three questions. 
The responses would be compiled and shared the next day: 

• What's something that needs to be focused on (R&D) in terms of long-term preservation? 
Something not done now that should be considered? 

• Is there anything that we've not heard today? Is there a missing set of people? Missing 
organization? A missing stream of discussion? Missing ____? 

• What's going to happen in 2015 that's not here now? 
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Designing Storage Architectures for Digital Preservation  

 
Wednesday September 23, 2009 
 
Data Integrity: How Do We Do This? (Module 3) 
 
Data Integrity: Framing the Session: Thomas Youkel, Library of Congress 
Everything we do is about data integrity. What are the inherent imperfections of a system – 
engineered or human—and what are we going to do to mitigate those imperfections. 
 
Data Integrity: Henry Newman, Instrumental, Inc. 
Using the cloud for preservation is the antithesis of what’s happening in the larger community/market. 
Tape storage is crucial to the digital preservation market because of cost and power issues. Vendors 
won't make products that can only be sold in small market, and preservation archives need extreme 
reliability not required in most markets. Disk density has increased but reliability has not. We’ve gone 
from 9 GB drives to 600 GB drives, but haven't increased reliability.  
 
There is a mismatch between preservation requirements and market trends. Some of the 
requirements, such as the per-file checksum, hardware cluster approach, trade cost of power for 
cheap hardware, throw a lot of power and hardware at things. Take cheap stuff and replicate it. If you 
want complete reliability for 50 PB, what would that require? 
 
Integrity in the Cloud: David Rosenthal, LOCKSS 
The idea of “magic media” is a myth. You can’t trust the storage layer more. As Reagan said: trust but 
verify. This presentation is about the verification.  
 
Clouds don’t guarantee to keep data. Cloud providers make money on the movement of data, which 
means that preservation will always be a small user in the market, which means that cloud technology 
will never be our answer. Availability is the proportion of requests that get an answer. Reliability is the 
proportion of requests that get the right answer. The cloud provider says that's your problem. Each 
copy in the cloud will be unreliable. Preservation needs copies in multiple storage providers, needs 
systems that detect and repair damage to each copy and must be able to do the audits in the 
provider’s compute service. But we don’t trust the providers and perhaps we shouldn’t: the providers 
try to cover up data loss. 3rd party auditing is necessary!  
 
Data Integrity: Raymond A. Clarke, Sun Microsystems 
There is a difference between “back up” and “archive,“ and they involve very different practices, 
especially regarding the kinds of techniques used. Man gets increasingly loquacious throughout 
history – we have more to archive and preserve than ever before. Most data remains untouched – 
very little is used regularly – lots of data is not used or rarely used. Tape continues to make sense; 
among all the other issues the energy needed to run tape is lower. Need to put into place a system 
that helps prevents human error: migrate automatically, policies that drive the systems, keep data fool 
proof. 
 
Data Integrity:  Michael R. Mott, IBM 
We’re going to lose stuff. We need to determine what is an acceptable level of loss for utility for 
different formats and media. How much can we lose and still keep the utility? You can lose 1 bit and 
still be able to see the movie. But if you lose half you won't. What is the acceptable number? 
 
Data Integrity: Timothy K. Harder, EMC 
The cloud is not useful for heritage preservation copies, but we are solving that problem with existing 
technologies today. For 281 exabytes of data, if you drop 1 “nine” in the Bit Error Rate it's 281TB of 
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data. Sampling has its challenges, and you need to add proof of retrievability to sampling. Can do this 
by adding additional encoding information natively to file itself which will make files resilient to small 
errors. Limit amount of data that needs to be moved. 
 
Trust but validate: bring it through and advance it through a community of peers. Don't just trust the 
back-end provider but also use it as a validator for the backend. There will be other monetization 
techniques around this – not all data assets will have the same useful lifetime costs and those could 
be isolated and applied through metadata tags.  
 
Data Integrity: Paul Rutherford, Isilon Systems 
In real life there are disk drive failures, controller node failures and user errors. The lesson is don’t 
trust anything: verify data at all layers. Don’t trust yourself either. Do cross node protection with 
multiple copies and isolate failures to individual nodes. A cloud site is a node. What happens if that 
site goes down? You don’t want to be the largest consumer of storage in a cloud provider.  You need 
to segment the data and isolate it into failure units. Time to recovery is the most important thing to ask 
your storage providers. Reliability of disk in field can be anything from vendor-provided numbers to 
upwards of 3% failure in the field, which means a mean time to data loss of about 10 years Data-loss 
estimate is complex. RAID is dead. Have to get something different to go forward such as cross-node 
data striping. Have three storage nodes and add a layer across that spans all three. 
 
 
Moving and Distributing Data (Module 4) 
 
Typical Workflow: Thomas Youkel, Library of Congress 
Includes the producer, ingest, process, presentation copy and preservation copy. Library is looking at 
all the movement and the potential for data loss. 
 
Moving Distributing Data: Brian Bailey, Signiant 
Signiant is a spin-out of Nortel that does software that manages the transfer of files. Allows you to 
aggregate and distribute media assets, and you can use Signiant to process files in between. Signiant 
automates the movement of digital assets into the Library, according to policies. You set the policies 
once, and then automate the process. Then overwrite the policy if necessary. You can automate 
according to a schedule or an event. Policies include bagging, re-bagging, QC, registering with a DAM 
system, others. Simple user interface to get the files in but with the same user controls after it arrives.   
 
Moving and Distributing Data: Michael R. Mott, IBM 
How will societal change impact access and distribution? There is a new collaborative generation 
coming. How are we to deal with rich media documents? 
 
Moving and Distributing Data: Raymond A. Clarke, Sun Microsystems 
SNIA DMF 100 year archive task force. XAM-extensible access method API, normalizes the 
semantics across a variety of applications and storage subsystems. Self-contained information 
retention format (SIRF). Open Solaris -->ZFS (Hybrid Storage Pool), a new kind of file system than 
enables the movement of data, etc.  
 
Moving and Distributing Data: Kevin Ryan, Cisco 
How long does it take you to transfer a petabyte of information? Load up the tractor trailer.  
 
 
Technical Migration (Module 5) 
 
Technology Migration: Paul Rutherford, Isilon Systems 
If I add new technology, how do I get old technology out? Similar to node failure.  
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Technology Migration: Dave Anderson, Seagate 
Seagate did a study that posited an environment where they could solve those problems to create 
longer-lived disk drives.  This is technically feasible, but the capacity of the media is going to change, 
and too much of the marketplace gets too much benefit out of regular transitions.  For example, if you 
had purchased a 100-year 30 GB in drive in 2000, you'd need 300 drives to equal what you could put 
on a 1 TB drive in 2010. 
 
Technology Migration: Mike Mott , IBM 
Talking about some of the system concerns arising from the long-term preservation of digital 
information. You need to keep at least 2 generations of technology and overprovision for migration. 
 
Technology Migration: Raymond A. Clarke, Sun Microsystems 
SNIA 100 year task force addressed requirements for information over the long-term, looking at both 
logical and physical migration. Physical migration is moving from one generation of technology to the 
next. Logical is how we will understand the data. What does long-term mean, in terms of physical 
technology? Requirements for the data layer format: media agnostic, self-describing, support for self-
contained data. 
 
Closing Comments: Martha Anderson, Library of Congress 
Our strategies are based on our experiences with our technical environments, and there's usually 
something that we've learned that influences our thinking about our practice. This data is not as 
inactive as you might think. We are a knowledge-seeking community, and we appreciate the kind of 
architectural view that looks at the relationship between the community and technical environments.  . 
“The river shapes the land and the land influences the flow of the river.” 
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Designing Storage Architectures for Digital Preservation  
 
 
BRAINSTORMING SESSION – DAY 1 
 
What’s Missing 
 The folks involved in making bandwidth do more. 
 Standards (universal application) 
 Single biggest limiter is power to large scale repository management.  What is being done to 

address efficiencies at the processor, etc. layers to address this above & beyond this? 
 Software standards bodies 
 Camera manufacturers-to explain why they won’t standardize raw file formats 
 Microsoft 
 DARPA 
 High performance computing community 
 Need better interfaces between standards organizations, communities of practice 
 How do we persistently associate necessary semantic description to stored bits over archival time 

spans? 
 How can we better engage potential LC stakeholders to help identify the bits we want to save ex 

ante? Pre-appraisal? 
 Consumer digital data preservation will be important when they figure out there’s no “shoebox of 

pictures and negatives in the attic” 
 Open source toolkit to transform data types 
 Define challenges more often 
 How fast will our storage needs grow in 100 years (given our poor predictions so far) 
 Self-healing file formats 
 Federal storage standards 
 Cloud computing and the developing countries 
 Add health sector—MRI, imaging, patient records, etc. 
 Media production & distribution standards bodies 
 How to do reasonable-time backups and data migrations to new storage media for large amounts 

of data when needed 
 Critical mass of lead institutions: Dutch KB (National Library), British Library. The BNF 
 Missing people in charge of moving data between systems (e.g., networking) 
 Preservation requirement definitions 
 Policy-based preservation-how enforce compliance with assessment criteria 
 Need to hear from the medical records/biomedical community 
 Case studies from libraries that have successful storage systems 
 “dynamic metadata with static” digital preservation files 
 differentiate between bit preservation and information (content) preservation 
 DOJ 
 DHS 
 A discussion of the relative trends of data storage and movement. Too much to move? Copy? 

Use? 
 Scenarios to guide decisions 
 Standards end to end 
 How are we training or re-skilling workforce to support & provide innovative solution in the field of 

digital preservation 
 Economics of technology; life cycles 
 What do we need to do to make migration work? 
 Management framework 
 What’s wrong with relying on the cloud? 
 Selection criteria expiration date on data 
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 Historian/anthropologist or other academics to explain the value of preservation to the historian of 
the future.  What could be most important to preserve. 

 
 
 
R&D – Where should this be focused? 
 permanent storage system: hardware, software system 
 How do we predict, detect, and correct errors in data before it is too late? 
 consumer systems that capture essential characteristics of data at point of creation 
 We don’t understand failure modes/models/impacts on data 
 Since bandwidth is so important, what is being done to pack more data or to make the pipes 

fatter? 
 Presentation methods for archive content 
 User interfaces to simplify/speed management of archival storage systems 
 Why not focus on storage as a whole rather than just archive? 
 Wide area wireless transmission networks.  Better, faster, and cheaper than today’s wired internet 

connections. 
 Data & models to answer question “how many copies to get given reliability” 
 What % of long-term archived content ever actually gets revised? 
 Self-monitoring preservation services/products 
 Concept of “eternal memory” 
 Much more reliable media 
 What’s the DOD already solved 
 Long-term (over 100 years) high-capacity storage 
 Interoperability particularly on distributed/federated/synchronization-type features 
 Not reliable hardware but statistical analysis reliability of strategies for viability 
 Where’s the intelligence in the system 
 Vendor agnostic standards 
 International and industry-wide standards 
 How to prove or demonstrate reliability 
 Evaluation & analysis—what gets saved 
 Mobility of large amounts of data (physical or digital?) 
 Digitization capture to long term preservation analysis.  Cost/benefit of preservation 
 Archive governance & analysis modeling for decision-making 
 “greening” digital preservation—support Obama Admin priorities 
 R&D on an open workflow to put any type of product into mix & match architecture 
 What might we learn from natural systems (biomimicry), the “preservation ecosystem”? 

 
 
2015 Predictions 
 Will we be able to store our work on data crystals? 
 Everything will be virtualized 
 Advancements in capacity (not necessarily performance) will come from somewhere (faith?) 
 Storage cubes of flash or solid state 
 Generation of standard policy sets-computer-actionable rules 
 There will be a preservation network offering specific preservation services based on commercial 

technology 
 New models more (much more) data 
 More sophisticated data management techniques for determining what to throw out 
 De-duplication techniques for archiving long-term 
 Drowning in data 
 Time-sharing will be back 
 There will be a major loss of important digital data 
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 DOD 
 Tape might be nearing the end 
 Optical tape will come & go again 
 Object metadata will be stored within most file formats 
 Archives & libraries shift to proactive selection of information; industries owns limitations 
 How many really big reliable data storage utilities will exist in 2015? 
 By 2015 we will have very primitive quantum computing. 
 We could be at the early days of optical processing. Today’s ghz processors would become 

dinosaurs almost overnight. 
 Will have undergone 10 data migrations at PB scale to new physical infrastructure access layer 

services 
 Use of phase change memory 

 
 
Other 
 Technical test beds examining managed evolution of storage architecture 
 Understanding implication of media requirements 
 For Hathi-what is the copyright scenario? 
 For DuraSpace-is JPEG.2000 a good archival format; would JPEG XR be better? 
 Why will the move to USB3 produce such a dramatic change? 
 Advantages of pre-configured packages of open source 
 Can we leverage “high replica” models to test exotic media at lower cost & lower risk 
 Life of the carrier vs. ability to restore bits—seems like all vendors want SaaS 
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 SOME PARTICIPANT COMMENTS FROM OPEN DISCUSSIONS: 
 

• Real costs are not just hardware/software. Also have network, maintenance, cooling etc.  
• You can spend a lot of money on hardware/power, but people are the most costly. 
• Power costs are significant when you get to the petabyte level. 
• Deploy open source by packaging it up as server images in the cloud. 
• Need to look at how to “engineer-out” the end-users. 
• Scaling up vs. scaling out. 
• You want to preserve a petabyte of data for a century – how will you test a level of reliability? 

You cannot afford to do the experiments that will guarantee that level of reliability.  
• Physical materials deteriorate. How much do you want to pay to monitor the media? 
• Users don't want to hear that you won't get stuff back.  This is always true in any physical 

process. We have to engineer strategies that are actually true in all cases.  
• Trust issue. People who work in digital materials don't trust digital materials, but the other folks 

who don't understand the technology are actually racing to get rid of their analog materials.  
• What does it take to verify? We need low-cost ways of monitoring the degradation of the 

material. Just because they are not met in the software today doesn't mean that we don't need 
it.  

• Moore's law is the economic engine we're used to, and it's ending. Twice the performance for 
half the effort is disappearing. With Moore's law coming to the end, is there any emerging data 
storage media that would provide 100 year storage capability that would require no power? 

• The Japanese are taking “eternal storage” very seriously. How seriously are vendors looking at 
eternal storage products? 

• Where are the standards activities?  SNIA is actively engaged in developing two efforts in this 
area. The XAM-Interface is an application-level interface coordinating information metadata 
between applications and storage systems (http://www.snia.org/forums/dmf/programs/xam/). It 
is addressing the logical migration issue. Also the Self-contained Information Retention Format 
(SIRF). 

• What need is there for security on the drive, irrespective of the data that goes on it? Drive can 
hold a lot of data, no sense encrypting data that doesn't need it. 

• The cost of IT is rising faster than GDPs.  Need to turn IT into a value center. How can we 
monetize the benefit to the business.  

• Media might last 10-30 years, but the interfaces and software drivers only last 5. We have a 
model that is broken for the interface. 

• Need standards for interface. 
• The archivists are always going to be leveraging somebody else's business. Nobody is going 

to build hardware this cheap because the archiving is a tiny fraction of the industry. Archivists 
have to build their stuff out of other customers’ business.  

• Nobody is going to do the R&D to figure out how to make super-reliable storage because it is 
very expensive. We have to give up the idea of the magic media.  

• If you're in the media preservation business, what do you preserve? The environment? The 
canonical form of the data? 

• Can we get service level agreements about moving data? 
• Location needs to be considered as part of mean time to data loss.  
• If we assume that we'll never have super-reliable storage, is there a different question we 

should be asking? 
• Maybe we need an amalgamation of organizations including LC, science, government, etc? 

What would it take as a market for vendors to provide a product if specified by an appropriate 
group? 

• Items are preserved over time based on the interest in those objects over time.  Has anyone 
considered that there is a ton of information that we are preserving that no one will care about? 

• In some environments (e.g., the movie industry) you never know which data someone will want 
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in the future.   
• .Digital technologies require that we think up front. It's a complete change in thinking. We don't 

have the information or the perspective of time on what will be needed in the future. 
• The storage market is a churn market; vendors make money by turning over technology. 
• The issue is that the vendors don’t control the end-to-end. There's a whole infrastructure that 

needs to be created. If you had to get buy-in from every step of the process, it's not going to 
happen.  

• Most important cause of data loss is operator error. People are reluctant to talk about this. A 
government agency has faced this problem and come up with a solution: An anonymous 
reporting system, which won’t lead to the need for liability lawyers. This is also being pushed 
this for the medical industry. 

• On the question on how much people are interested in this, there’s an anthropological 
researcher at Microsoft named Cathy Marshall who is looking at the average consumer view. 

• The end-to-end perspective includes content production and related error correction options. 
For example, there is the issues related to forward error correction: how do you put enough 
extra bits in to get accurate reproduction. Are forward error correction codes in conflict with 
error correction codes? Are the error correction codes at the data layer going to conflict at the 
software level?  Moving images don't have built-in error correction codes. If you have to make 
changes to the essence then make changes.  Within each compression scheme there are 
forward error correction schemes. You are choosing to recreate different collections of bits. In 
forward error correction you choose which bits to reproduce. Compressed or uncompressed 
video or audio data files could put in place with a different toolkit or set of rules.  Lossy 
compression causes the loss of bits. Each layer would handle the data according to the 
policies set by the layer.  

• With archives at large scale, they need to have more intelligence so that we can trust them 
with more tasks. Virtualization will also help make migration a regular part of systems.  

• A perspective change: technology migration shouldn't be something that looms in the future 
that we fear, but a part of our regular work. Things don't have to be done all at once. 
Piecemeal content transformation.  

• The concept of archival capacity should include most of what you can read in before the media 
deteriorates.  

• Integrity: how do we build a storage substrate that gives us high enough bit accuracy rates to 
do what we want? Need to look at a higher level than that. Recognize that no matter what we 
do we're going to have bit failures. Need a body of engineering that talks about how to bound 
and minimize the scope of loss. If you lose a block, how much do you lose? Close in on this 
from 2 sides. Set of mechanisms on how to reduce the error rate on the substrate. 
Complement with discussion on data structures to bound loss. How we might promote 
research and the sharing of experiences on that side of that fence 

• If we're going to start measuring success, we need to have a much more nuanced approach to 
what we're talking about. For example, review the significant properties of file formats. Some 
bits are more important than others. What are you most concerned about in preserving those 
formats and information? 

• Metrics for failure-  how to figure out our failure rates. In high-end computing, many folks have 
failure statistics but can't talk about them. As a community we're reluctant to discuss these 
things.  

• There are bodies that have put together audits. If you're putting together a repository, look at 
some of these: DRAMBORA and the TRAC checklist, which is being proposed as an ISO 
standard.  See the following URL’s: 

•  http://wiki.digitalrepositoryauditandcertification.org/bin/view 
• http://www.repositoryaudit.eu/  
• Focus should be on ingest, access and preservation requirements. Focus on architecture 

based on these three requirements.  
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• There are other communities that have aligned interest. Not exactly the same but similar. Very 
a provocative piece in Nature about the tragedy of scientific data loss. 

• Big research organizations could collaborate, and establish requirements for SLA’s 
• There is a Federal government effort specifically devoted to resiliency in high-performance 

computing that is focusing on an integrated multi-disciplinary interagency approach.  See: 
http://institute.lanl.gov/resilience/ 

• There is a Federal government interagency group on digital data that is working on developing 
guidelines 

• New expertise that is needed for the people who will be dealing with this in the archives. 
Where are we going to get the people from? Who will train the trainers? Whole structure of 
libraries and archives is going to change.  
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Library of Congress

Thomas Youkel
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Storage projections

Presentation space
FY09 178 TB DCF 
FY10 210 TB DCF
FY11 200 TB DCF

Preservation storage
FY09 289 TB DCF  2.0 PB Culpeper
FY10 338 TB DCF  6.0 PB Culpeper
FY11 327 TB DCF  12.0 PB Culpeper

DCF – Madison Computer Room
Culpeper – Packard Campus (LoC) (NAVCC)
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Overall Challenges

Data Integrity – both on disk and tape
Workflow – automating from ingest to 
preservation
Content management
Migration – points back to data integrity
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LoC goals
a high-performance data network to 
accomplish basic bit preservation as the 
foundation for distributed preservation  
scalable, reliable and secure local services 
and tools for data transfer, ingest and 
management
reusable and modular components 
generalized and made available for inter-
operability with the broader network, and
protocols and metrics for preservation 
processes, including exchange of data

hsn2



Slide 4

hsn2 Is this order of importance??

What about standard ILM framework??
Henry S Newman, 9/17/2009
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Projected Preservation and Preservation

10GbE backbone
SAN upgrades to 4gb, 8gb, and FCoE
2 long term storage solutions, Sun 
SAMFS and IBM HPSS
Shared Storage – SQFS, GPFS, etc
Data moved across the SAN and fewer 
times across the network
Multiple machines sharing data



Chronopolis:
Present and Future 

Storage Environments

David Minor

Chronopolis Project Manager



Chronopolis: Basic Facts

• Three node federated data grid at UCSD/SDSC, NCAR and UMIACS

• Capacity for up to 50 TB of data per node (150 TB total)

• Use Storage Resource Broker (SRB) for data management

• Use BagIt file packaging format and SRB protocol to transfer data

•Use Auditing Control Environment (ACE) for integrity checking 

• Use SRB Replication Monitor for automated replication

• Analyzing metadata created by the various parts of the system

September 22, 2009 http://chronopolis.sdsc.edu



Chronopolis: Inside

• Linked by main staging grid where 
data is verified for integrity, and 
quarantined for security purposes.

• Collections are independently
pulled into each system.

• Benefits:
– 3 independently 

managed copies of 
the collection 

– High availability
– High reliability                 

NCAR

SDSC
Archive

SDSC
Staging

Grid
PullPull

Data Clients

Pull

Push

UMD

Copy 1

Copy 2Copy 3

Manifest
Management
MCAT DB
Multiple Hash 
Verifications

MCAT

MCAT

MCAT

TapeTape

DiskDisk

DiskDisk

September 22, 2009 http://chronopolis.sdsc.edu



Current Chronopolis collections

Summer 2009Data Providers:

• Inter‐university Consortium of 
Political and Social Research –
preservation copy of all collections 
including 40 years of social science data 
and Census

• California Digital Library –
political and government web crawls, 
Web‐at‐risk collection

• SIO Explorer –
data from 50 years of research voyages

• NCSU Libraries  ‐‐
State and local geospatial data

http://chronopolis.sdsc.edu
September 22, 2009 http://chronopolis.sdsc.edu



Chronopolis next generations

• New data providers and storage nodes

• Actively pursue migration of tools

• More interactive planning and physical ties 
with other initiatives

September 22, 2009 http://chronopolis.sdsc.edu



Chronopolis and MetaArchive

Technical Processes and Issues:

• Working with SRB and LOCKSS

• Using BagIt file packaging format as a key tool

• Active system (MetaArchive) going into an 
archival system (Chronopolis)

September 22, 2009 http://chronopolis.sdsc.edu



Chronopolis and MetaArchive

Philosophical Issues:

• Are we only backing up data, or also systems 
and infrastructure?

• Legal issues with data owners

• How is data validated – as it came in from 
original data owners or within the system?

September 22, 2009 http://chronopolis.sdsc.edu



Storage initiatives

• Transition to more disk‐based archives

• New technologies – e.g. new HPC machine 
(Dash) uses SSDs

• We’re already seeing customers with 
petabyte‐sized data preservation needs

September 22, 2009 http://chronopolis.sdsc.edu



Data movement and processing

• Current data transfer rates are “good enough”
for now, but ….

• Current data amounts allow for robust 
checksum processes and monitoring, but ….

Our current models may need to be adjusted

September 22, 2009 http://chronopolis.sdsc.edu



Broadly speaking

Focus on interoperability

• Almost all our recent proposals have been for 
network building

• Most of our initiatives now are multi‐institution, 
widely geographically dispersed

• Focus will be on technologies which allow for 
large scale, widely distributed solutions

September 22, 2009 http://chronopolis.sdsc.edu



METAARCHIVE & CLOUD 
COMPUTING

Overview for the Library of Congress
Bill Robbins

System Administrator
MetaArchive Cooperative



MetaArchive in a Nutshell

• MetaArchive uses the free open 
source LOCKSS archiving 
software to operate a network of 
preservation servers. 

• All content is stored in multiple 
copies on multiple caches at 
geographically dispersed 
locations. 



MetaArchive Properties Server

Common needs for the MetaArchive 
caches are hosted on what we call the 
Properties Server

Along with the Public Web Site, there are 
other Central functions & tools



Technology Concerns for the 
MetaArchive Cooperative

Three Year Technology Refresh
Data Integrity Provided by LOCKSS 
Architecture
Challenge:  Network Bandwidth



Why Cloud Computing 



Cloud Service Provider - Amazon EC2
Findings After First Several Months

Amazon EC2 Strengths 
Consistent Build Outs
Predictable Costs

Amazon EC2 Drawbacks 
Storage Capability & Workability (Not 
a capacity issue)



Summary

Cloud Computing Is Working well for MetaArchive 
for the central properties servers
Vendors need to do better in offering a full set of 
tools for server operations 
Contact Info:        http://www.metaarchive.org
Bill Robbins 

MetaArchive Cooperative

1230 Peachtree Street, Suite 1900

Atlanta, GA 30309

bill.robbins@metaarchive.org or      katherine.skinner@metaarchive.org



Side Note
The Next Level for Open Source Software

Amazon EC2 can be used as a way to bring Open 
Source projects to the next level.
A public server image can be made available to 
run software developed for LC, other government 
agencies or non-profit institutions.
There would be no software to download,   and / 
or build and no additional server configuration 
needed.



The Academy of Motion Picture 
Arts & Sciences

Requirements for a
Digital Motion Picture
Preservation System

Andy Maltz
Director, 

Science & Technology Council

© 2009 AMPAS



The Digital Dilemma

© 2009 AMPAS



Requirements for Digital Motion Picture 
Archiving

1. Access guaranteed for at least 100 years
2. Assets survive periods of benign neglect
3. The digital system should be at least as good 

as the photochemical system it replaces
4. We don’t know what we’re willing to pay, but 

$500/Terabyte/year is too much

© 2009 AMPAS



NDIIPP: Digital Motion Picture Archiving 
Framework

• Digital preservation case study: StEM
• Report: what about the independent 

filmmakers and small archives?
• File formats & metadata
• Research - distributed storage, low cost/low 

power storage, data compression
• Education and Outreach

© 2009 AMPAS



Current technologies and practices are 
inadequate for motion pictures (and 
other applications)

• SNIA 2007 Report: “Migration is Broken”

© 2009 AMPAS



StEM Case Study

• Historic film/digital collection produced in 2003, 
deposited in Academy Film Archive in 2004
– 20 TB collection, but a real digital  motion picture 

collection is 2 – 10 PB, 5 - 25 million objects 
• Develop interim, “active” preservation strategy 

and infrastructure
– Bit-level and Essence-level preservation
– Evaluate and choose container, metadata schema
– Not likely to be the reference design

• Use best preservation practices to drive design
© 2009 AMPAS



This is what the StEM looks like

© 2008 AMPAS



StEM Case Study – 2

• Developing an open source software “stack”
– Collection manager
– Repository
– Digital storage options

• Objectives:
– Drive software costs down
– Simplify technical skill set required to configure and 

maintain

© 2009 AMPAS



StEM Case Study software stack

© 2009 AMPAS

Collection Manager
(UI, Catalog Database)

Storage Subsystem
(Cloud, Local Management)

Local
StorageiRODS on

CineGrid

Object Repository
(Media, Access Services)



But there are big technical issues

• Storage “Total Cost of Ownership” increases 
over time
– Labor, energy, system “stack”

• Network and device bandwidth is not keeping 
up with increased storage demands

• High performance digital storage systems are 
very complex and far beyond the skills of film 
archivists

• Migration doesn’t scale well

© 2009 AMPAS



The Academy of Motion Picture 
Arts & Sciences

Any questions?

Andy Maltz
Director, 

Science & Technology Council

© 2009 AMPAS



Web Archives

A Storage & Content Management Use 
Case

Laura Graham
Library of Congress Web Archives Team



The Tools & Formats

✤ Heritrix: Produces the Content: 
✤ Developed by Internet Archive
✤ Open Source Java App

✤ Output File Format:
✤ ARCs
✤ Warcs: ISO 28500:2009

✤ Wayback “Viewer” Provides the Access:
✤ Developed by Internet Archive
✤ Open Source Java App



Content: A “Plain Vanilla” Use Case

✤ File & Content is fixed 
✤ What Heritrix writes = what we transfer = what we store = what we make 

accessible to the public
✤ No master or derivatives
✤ WARC files themselves may remain compressed

✤ Organization
✤ No items … just files in buckets

✤ Collection
✤ Crawl Frequency

✤ Bagit File Packaging Format
✤ Bags persist from transfer to storage to access 



Bags and more bags … !



Scale of Content (Internet Archive)
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Starting out in 2008…

Tape Storage 

Wayback
Transfer
Server

Access

Transfer

IA

bit-preservation

Way-station



…and here we are in 2009
Transfer

Retrieve from Storage

Make Accessible for QR; Put in Storage

Retrieve: Replace corrupted| deleted

Retrieve from Access Server

Storage 

Wayback

Heritrix

Transfer
Server

Inhouse Crawls

PORT

Access

External
Partners

bit-preservation

Way-station



Requirements (aka wish list) …

✤ Easy & efficient ‘interoperability’ between machines 
✤ automation / elimination of “manual labor” steps

✤ Universal Tracking
✤ workflow status & data attributes of everything 

everywhere … not just in storage



Example: Copying & Verifying

✤ Copying Bags:
✤ Where possible, we’d like not to have to move stuff so much…

✤ Verifying Bags:
✤ Straightforward file fixity
✤ We want to know our content is safe

✤ …but we’d like to verify-on-the fly just about everywhere we go



Example: Repackaging 

✤ Automated ‘Repackaging’ of Bags “en route” to target server
✤ Workflows/Machines have different Requirements
✤ Size:

✤ Transfer: 1+ TB is efficient
✤ Storage: >=650-800 GBs good for management
✤ Access Server: 300 GBs upper limit

✤ Source bag Destination bags
✤ 1 to many
✤ Many to 1
✤ and more…



Tracking (multiple machines/processes)



In Sum: Use Case = Interaction 

✤ 2008: Web Archives began with a simple, one-directional 
workflow, and a focus on the content in the “storage box”

✤ 2009: Storage box now part of a complex of interactions, 
workflows, and  machines

✤ The User “lives” in that “complex”
✤ Tools & utilities to manage the relationship between 

storage & its larger environment



HathiTrust:
Building the Universal Collection

John Wilkin, Cory Snavely

22 September 2009



www.hathitrust.org

Mission and Goals

• to contribute to the common good by collecting, organizing, 
preserving, communicating, and sharing the record of human 
knowledge 

– materials converted from print

– improve access …to meet the needs of the co‐owning 
institutions

– reliable and accessible electronic representations

– coordinate shared storage strategies

– “public good” … free‐riders.

– simultaneously …centralized …open



www.hathitrust.org

current members



www.hathitrust.org

Governance Model

• Executive Committee

• Strategic Advisory Board

• Coordinated input from groups of members
– Hathi/CIC Steering Committee

– UC library directors



www.hathitrust.org

Preservation:  OAIS Reference Model

GRIN
Internal Data Loading

GRIN
Internal Data Loading

Google
[OCA]

In‐house 
Conversion

Google
[OCA]

In‐house 
Conversion

MARC record extensions
(Aleph)

Rights DB 

MARC record extensions
(Aleph)

Rights DB 

Page Turner
HathiTrust API

OAI
GeoIP DB

CNRI Handles
[Solr] 

Page Turner
HathiTrust API

OAI
GeoIP DB

CNRI Handles
[Solr] 

METS/PREMIS object
TIFF G4/JPEG2000

OCR
MD5 checksums

METS/PREMIS object
TIFF G4/JPEG2000

OCR
MD5 checksums

METS object
PNG
OCR
PDF

METS object
PNG
OCR
PDFIsilon

Site Replication
TSM

MD5 checksum validation

Isilon
Site Replication

TSM
MD5 checksum validation

GROOVE
(JHOVE)
GROOVE
(JHOVE)



www.hathitrust.org

growth trajectory



www.hathitrust.org

Content type growth?

• Continued focus on “published record”

• More work on retrospective conversion

• Current scholarly publishing (as if retrospective 
conversion)

• Born digital publishing

• Analogous materials in other formats (e.g., audio, 
video)



www.hathitrust.org

Flow of Materials

ingest

ingest

ingest

web

web web

web

SyncIQ

mass
digitization
project nfs nfs

Isilon
@UM

Isilon
@IU

network
or media
delivery



www.hathitrust.org

Thank you!

• http://www.hathitrust.org/

• RSS feed for updates

• hathitrust‐info@umich.edu



DuraCloud
Managing durable data in the cloud

Michele Kimpton, Director DuraSpace



Goals of DuraSpace
• Stewardship:

– Support and align open source development 
communities for DSpace and Fedora

• Innovation:
– Think beyond existing platforms 

– New strategies for enabling access and 
preservation of digital content

• Sustainability: 
– Develop business model to sustain the non‐
profit and open technologies we support

–



What About the Cloud?

A style of computing where massively scalable IT‐related 
capabilities are provided “as a service” using Internet 

technologies to multiple external customers.  
(Gartner, 6/08).



Cloud Services

Elastic web-based infrastructure for storage and compute



Challenge

• Tools and processes unproven

• Limited IT support

• Resources unavailable

• Task can be overwhelming (replication, 
migration, emulation, etc.)

Digital preservation is essential but difficult to implement



Challenge

• Systems not interoperable

• Heterogeneous applications/platforms

• Lack of commons standards

• Non‐elastic compute capability

Barriers to making digital content more
accessible and useful to researchers



Advantages – Cloud Services

• Flexibility

• Scalability

• Pay for use

• Easy to implement

• Cost



Economies of Scale and Cost

Public cloud providers drive cost down through 
scale, location and virtualization technology 

Large Datacenters (tens of thousands of computers)  
Medium Datacenters (thousands) 

Source:  Hamilton,  Internet‐Scale Service Efficiency,, LADIS Workshop (Sept 08)

Technology* Cost Medium 
Datacenter

Cost Large 
Datacenter

Network $95 per Mbit/sec/mo $13 per Mbit/sec/mo

Storage $2.20 per Gbyte/mo $.40 per Gbyte/mo

Admin 140 servers/admin >1000 servers/admin



Issues

• Stability

• Transparency

• Data lock in

• SLA’s

• Trust



DuraCloud  ‐ basics

Replicate to multiple storage providers

Replicate to multiple geographic areas

Monitor and audit digital assets

Compute services in cloud next to content

Hosted by DuraSpace not‐for‐profit org

Partnerships with cloud providers

“Pay for use” for services and storage

Available to run internally‐ open source

Chinese Menu 
of Service Options



Additional services

• Other DuraSpace‐provided services on top 
of content stored in the cloud
– Search

– Aggregation

– Streaming

– Migration

– Hosting repositories



Use Cases:
DuraCloud with Cloud Storage

• Online backup for text, images, datasets, 
video, audio

• Enable preservation via multiple copies, 
geographies, administrations

• Elastic provisioning of temporary or 
permanent storage for projects or jobs



• Streaming service for video

• Hosting JPEG2000 image engine

• Indexing and other processing heavy jobs

• Repositories in cloud

• Data and text mining over open data

• Aggregation and web 2.0 tools on open 
content and collections

Use Cases:
DuraCloud with Cloud Compute



DuraCloud 
Underlying software

• Open core
Core components available for others to 
build on and run

Open source ‐ apache license

• Architecture to create cloud networks
Public clouds

Private clouds

University consortia

• Also useful in research partnerships 



Critical success factors

• Ease of use ‐ simplicity

• Trusted partner within community

• Cost effective

• Elastic, scalable, flexible

• Establish key partnerships with cloud 
preferred cloud service providers

• Build community of developers and users



Partners and Pilots
• Selected initial cloud providers

• Selected 2 initial pilot partners



Pilot use cases

• Ingest large quantity of material

• Replicate to multiple cloud platforms

• Manage replication and monitoring

• Run services



For more information:

DuraSpace Organization: http://duraspace.org



Petabyte-Scale Processing with Hadoop
An Open Source Perspective

Jimmy Lin
September 2



tabyte-Scale Processing: Big Ideas
rtesy of academia, Google, Yahoo, Facebook, etc.)

ommodity hardware

hare-nothing architecture

ove data to processors



doop: HDFS and MapReduce
n source embodiment of those ideas)

stribute data blocks among servers
plication for reliability 

DFS MapReduce

• High-level programming abstraction
• Execution framework handles “detai



brant Open Source Ecosystem
right tool for the job)

ve

g

Base

ookeeper



se Study 1: Yahoo
a 2009) 

adoop runs production “Webmap”

ata Points
er 25,000 nodes running Hadoop

ndreds of thousands of jobs per day

pical HDFS cluster: 1,400 nodes, 2 PB capacity

enchmarks (May, 2009)
B sort: 1,460 nodes in 62 seconds

PB sort: 3,658 nodes in 16.25 hours



se Study 2: Facebook
y 2009)

ata Points
0+ servers running Hadoop

PB under Hadoop/Hive management, +15 TB new data per day

What for?
ta collection: server logs, web crawls, etc.

ocessing pipeline: ad optimization, summaries, etc.

hoc analyses



w much does one petabyte cost?
sidering hardware only…)

aw disks: ~$100k
B SATA drive, ~$100

un X4540: ~$1m
unit: 2x6-cores, 32 GB RAM, 48 TB disk, ~$48k (21 units)

2 cores, 672 GB RAM

adoop cluster: ~$336k
mmodity server: 2x4-cores, 16 GB RAM, 12 TB disk, ~$4k (84 un

2 cores, 1.3 TB RAM



w much does one petabyte cost?
s consider software now…)

arallel database vender: ~$50m
pical pricing: $50k per TB

adoop: $0
wever, Cloudera would love to support you…
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Digital Library, Repository, and Preservation Trends
Impacting Universities and Knowledge Institutions 

Content and Organizational Issues

> “Got Data?” Content Growth – 2007 Content > Storage
> Long-term Sustainability and Permanent Access: SNIA 100 Year Archive 

Issues and Cross-Vertical Standards Development
> New Grant Funding Requirements – Up-front Archival Plans 
> Research and Content Are Morphing the IT Focus at Universities – 

Federated Repositories, Central IT Function, Library's Curatorial Role
> Types, Value, New Uses of Content - Long-Tail Data, Born Digital 

Material, Digital Asset Management (DAM), eScience Datasets



Digital Library, Repository, and Preservation Trends
Impacting Universities and Knowledge Institutions 

IT Issues

> Disaster Recovery and Business Continuity – Copies and Locations
> Predicting Future IT and Economic Models – Scalability, New 

Technology, Power Cost, Maintaining Initial Projects
> Cloud Computing – Reality of Service Level Agreements 
> Solutions Now Being Developed at Both Commercial and Open Source 

Organizations: Islandora, Rosetta, Tessella, Sun's Storage Archive 
Manager

> Open Computing and Storage Are Required



The Sun PASIG (www.sun-pasig.ning.com)
  Started in 2007 with Mike Keller, Stanford Librarian  

• Comparison of High-level OAIS Architectures, 
Workflows, and Use Cases

• Sharing of Best Practices and Community-developed 
Solutions and Technologies

• Cooperation on Standard, Open, Solutions and 
Replicable Reference Architectures

• Review of Storage Architectures and Trends and 
their Relation to Preservation and Archiving and 
Research Data Set Management

• Exposition of Relevant Commercial Third Party 
Expertise and Solutions



Thank You!

Art Pasquinelli

art.pasquinelli@sun.com
Sun Microsystems, Inc.
 
www.sun-pasig.ning.com
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Module #2: Storage in the 3-5 year horizon of the limits imposed by 
physics.

Module 2: Storage Directions and Products -- In this module we will examine the direction 
and capability that technological limits may impose upon future products.   Additionally we 
will consider the impact of these changes upon a digital-information storage architecture.
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Mission Needs for Storage Architecture*

Mission: The Library's mission is to make its resources available and useful to the Congress 
and the American people and to sustain and preserve a universal collection of knowledge 
and creativity for future generations. 
A few selected priorities

– “repository of a universal collection of human knowledge and the creative work of the 
American people 

– “make this material available and to identify, analyze and synthesize the information it 
contains to make it useful to the lawmakers 

– “All other services and activities [… to ..] support the core mission of maintaining and 
continuing to build on the world's greatest treasury of recorded human knowledge

– “knowledge [navigator services] by helping more people find appropriate materials in a 
swelling sea of unsorted information

– “effective security systems that ensure adequate access and at the same time provide 
maximum protection 

Digital era changes the relationship between media and information

*http://www.loc.gov/ndl/mission.html
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Discontinuity in Processor Design
In a power-constrained environment, designing processors for increased clock 
speed yields diminishing returns

Frequency-
Driven
Design
Points
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Architecture Becomes Key Solution Element for a Smart Planet

Architecture paradigm changing from 
building to river

–Evolution over time
–River changes the landscape
–Landscape tells river how to flow 

What is architecture
–All architecture is design
–All design is not architecture
–The difference: architecture is design 

+ concerns of the entire system
Provides backbone for managing 
evolution of an enterprise through time



Hard Drive Directions

Dave Anderson 

© 2008 Seagate Technology.  All rights reserved.
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Areal Density Growth
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Single particle 
superparamagnetic limit 
(estimated)

Charap’s limit 
(broken)

• Late 1990s – super 
paramagnetic limit 
demonstrated 
through modeling

• Perpendicular 
expected to extend 
to 0.5-1 Tb/in2

• Additional 
innovations required 
at that point

• heat-assisted 
recording

• bit patterned 
media recording

• Areal Density CAGR 40%

• Transfer Rate CAGR 20%

Perpendicular Writing & GMR

HAMR

HAMR+
SOMA

• Inductive Writing & Reading

• Inductive Writing/ MR reading

• Inductive Writing/ GMR reading

40%

100%

40%
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HDD Technology Trend

2.83.33.7Read Seek Time (ms)
15,00015,00015,000RPM

4,0002,000975Transfer Rate (Mb/sec)
1,000250108Product Areal Density (Gbpsi)

60015075Capacity (GB/disc)
444Number of Discs

2,400600300Drive Capacity (GB)
2013200920063.5 inch Enterprise

6.57.28Read Seek Time (ms)
10,0007,2007,200RPM

5,0002,000930Transfer Rate (Mb/sec)
1,800500133Product Areal Density (Gbpsi)
2,670670187Capacity (GB/disc)

334Number of Discs
8,0002,000750Drive Capacity (GB)
2013200920063.5 inch Consumer



© 2009 Seagate Technology.  All rights reserved.

Solid State Disks

SSD Value Prop

Lower command latency

Access Density (IOPS/GB)

Power (IOPS/WATT)

SSD Value Prop

Lower command latency

Access Density (IOPS/GB)

Power (IOPS/WATT)

Inhibitors to Broader Adoption

Price

Endurance concerns

Immature failure mode understanding

Inhibitors to Broader Adoption

Price

Endurance concerns

Immature failure mode understanding

Industry Work Needed
Centralized standards activity
Performance standards
Endurance standards

Industry Work Needed
Centralized standards activity
Performance standards
Endurance standards

Take Aways

SSD Enable Growth

SSD will co-exist with HDD

Industry Standards work 
needed

Take Aways

SSD Enable Growth

SSD will co-exist with HDD

Industry Standards work 
needed
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Other Topics
Interfaces:  Serial reigns!

• 6 Gbit SAS & SATA deployed in 2010
• FC continues for enterprise storage, but no 8 Gb/s on a drive
• SSD may lead to new (direct attached) interface thinking
• USB-3 will be considered as client drive interface
• PI will provide end to end integrity checking (SAS)

Power becoming an ever bigger issue
• Enterprise storage moving to 2.5”

Security will in or available on all drives

Form Factor transition?
• Laptops displacing desktops as mainstream client
• High capacity 3.5” drives based on low cost desktop market
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Summary
HDDs will continue to be primary storage in most systems

SSD use more likely than higher RPM drives 

Power becoming more a important consideration

Mainstream form factor trends bear watching
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EMC Cloud Division

Cloud Optimized Storage

Storage as a Service

Compute as a Service

Mozy 
On-line backup

piWorx
Information Bank

Cloud Infrastructure Group Services

C
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Atmos is a multi-petabyte platform 
for content storage and global 

distribution 
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A New Approach for Content Stores

1 Copy

2 Copies

N Copies …

N

By Maintaining:

Susceptible to failures of the system, site, and network connectivity
May not meet required performance because limits of device and or location of access

Improves resilience to  failures of the system, site, and network connectivity 
Potentially improves performance of remote access

Greatly improves resilience to  failures of the system, site, and network connectivity 
Greatly improves performance of remote access

Disperse Copies Address Geographic Performance and Reliability
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Supporting Hardware Configurations

Capacity Config
1:60 servers-to-disks
360 TB total capacity
GbE or 10Gbe

Compute Config
1:15 Server-to-drive ratio
240 TB total capacity
GbE or 10GbE

5 kW Config
1:15 servers-to-disks
120 TB total capacity
GbE or 10Gbe
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A Peek Inside The Cloud

software on dedicated servers…

… that intelligently stores content based 
on customizable meta data and policy 
rules…
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A New Approach for Content Stores

Each tenant has policies 
– Content distribution
– Optimized performance
– Information protection
– Archiving

Policies drive object placement 
constraints
Constraints dictate locations and 
copies
Policy automatically triggered by 
events

– create
– open
– extend
– close
– delete

Policy Driven Intelligence

Pseudo Example

CustType = Free : Bronze
CustType = Premium : Gold
ContentType = NewRelease : Global
------------------------------------------------------

Bronze: Compressed, Green
<1>:New Jersey

Gold: SyncReplica = 2,
<1>:Philadelphia
<2>:New Jersey,
AsyncReplica = 2,
<1>:San Francisco
<2>:London

Global: AsyncReplica =100,
<>:Fast
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Cloud Optimized Storage - Features

Massively scalable infrastructure
– Petabyte scale
– Global footprint

Intelligent data management
– Personalized by metadata and policy
– Auto-configuring when capacity is added
– Auto-healing when failures occur
– Auto-managing content placement

All-in-one data services
– Replication, versioning
– Compression, spin-down 
– De-duplication
– Advanced metadata support
– Powerful access mechanisms

Cost effective hardware
– Industry standard building blocks
– Modular packaging
– User-serviceable components 

logout

Web Scale 
Information Storage

System Summary

Maui Dashboard

Maui Dashboard

Node Management

System Management

My Account

My Storage

Home >  System Management >  Maui Dashboard

Tenant Dashboard

Add New Cluster

Software Version: 1.0

Cluster Throughput

Free: 
Used: 

10.29 TB
90.0 TB

Total: 100.29 TB

Storage View

89.7%
10.3%

Response Time

Cluster_Shanghai_1

Free Space: 

Up time:

Cluster Information

Alert:

Details

Node5 142h 50m 6s

Modify Delete

Status: Running

Node Information

Remove NodeModify Node

Cluster_Cambrige_2

Cluster_Boston_3

ID IP Status Capacity Free Space Node Services
01 192.168.8.10 5.5 TB 2.1 TB(38%) MDLS, MDS, SS
02 192.168.8.11 5.5 TB 2.5 TB(45%) SS
03 192.168.8.12 5.5 TB 2.3 TB(41%) MDS, SS
04 192.168.8.13 5.5 TB 2.1 TB(38%) SS
05 192.168.8.14 5.5 TB 2.3 TB(41%) SS
06 192.168.8.15 5.5 TB 2.1 TB(38%) SS

13.4 TB

Group
grp1
grp1
grp1
grp2
grp2
grp2

Alerts:
ID Cluster NodeCondition Disposition
01 Cluster_Shanghai_1Disk failure
02 MDS halted
03 SS full

None
None

None

Node 5
Node 2
Node 3

Cluster_Cambrige_2
Cluster_Boston_3

ConfirmDelete

Welcome back, user1@emc.com as MauiAdmin

Add Tenant

Location: Shanghai, 10th floor

?

?

??



9© Copyright 2009 EMC Corporation. All rights reserved.

EMC’s
Internet-delivered storage and 

compute services

EMC’s
Internet-delivered storage and 

compute services
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Storage Service Overview – Atmos Online

What is it?
– Scalable EMC-hosted storage service 

delivered via the internet
– Runs in EMC data centers

Value proposition 
– Infinitely scalable
– Pay as you go 
– No cap-ex
– Additional capacity when you need it

Top Features
– Provides different SLAs and cost models
– Provisioned on-demand with usage 

based billing to provide infinite scalability
– Customers access storage via web 

services programmable API
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Portal
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Compute Service Overview

What is it?
– EMC-hosted compute infrastructure
– Offered in conjunction with EMC’s 

Storage Service offering

Value proposition
– Efficient compute resource utilization 

with usage-based billing
– Seamless federation between internal 

and external infrastructure 

Top Features
– Flex in/out on the fly using business 

rules
– Multi-tenancy
– Application container and virtual 

resources management
– Compute and data affinity
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Building a Private Cloud with EMC Atmos

Benefits
– Quickly deliver cloud-based information services to market
– Improves operational efficiency 
– Increase administrative productivity
– Effortlessly grow capacity

Features
• Designed for petabytes
• 100’s of sites
• Policy-based information 

management
• Replication, versioning, 

compression, de-duplication, 
spin-down  

• Web services interfaces
• File system access
• Multi-tenancy 
• Federation to service providers
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Atmos Partners

HSMHSM - using Rainfinity's File Management Appliance for data migration from 
Cellera to Atmos (could be on or off premise, demo will show to cloud).

Rainfinity

Content ManagementStore MSFT SharePoint content on Atmos.DCTM - SharePoint

Content Management - BackupBackup of DCTM server to the cloud.DCTM - MaaS

HealthCare - Medical Image MgmtDICOM formatted medical images stored in the cloud for global distribution.OSA/Acuo 

HealthCare - Medical Image MgmtPersonal storage "in the cloud" of medical images such as MRIs,
CT scans and X-rays to name a few.

LifeImage

Data Backup and RestoreEnterprise - Enterprise backup to cloud based storage
Consume - Backup and restore of mobile device data including settings, 
applications and content using real and simulated mobile devices.

Networker

Storage Consolidation/Backup/
Disaster Recovery

A "bridge" product to allow access to cloud based storage for legacy 
business applications which commonly use fiber channel connected storage. 

TwinStrata

TME - Media ProductionFast content transfer; being used for transfer of entertainment media 
between production facilities. Demo will show nearline archive of media 
transcoded files on the cloud. 

Signiant

TME - Video StreamingThe ingestion and playout of video streams related to cloud based 
personal/digital video recording (PVR/DVR). demo the ability to pause, fast 
forward, rewind and ad splicing. 

Fabrix

TME - Digital Image Archiving/HSMAtempo Digital Archive - large video and other digital images archived to 
cloud. Also show HSM (Hirarchiacl Storage Management), archiving data 
from disk to cloud after a defined period of time. 

Atempo

VerticalDemo SummaryPartner
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Storage Trends

Paul Rutherford
Isilon Systems



Storage Market Trends
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File System Trends

Scalability
Billions of objects
Single/Global Name spaces

Availability
Resilience to failures – Self Healing
Failure Isolation - Partitioning

Performance
Single Stream, Concurrent, Random
All in one system

Simplicity
Installation, Expansion, Management, repair



General Questions

What about the CLOUD?
The CLOUD will be used for volatile data
Valuable data will be managed as today

In house or outsourced

Next Disruption
Scale-out Storage
Extremely reliable media or…

Free media
Scalable Rich Meta-data Storage



Purpose Built

Low cost storage
Maybe low or no SLA

Meta Data Rich
Long term WOMM

Write Once May Modify
Allows simplification of structure

Content Aware
Special purpose built-in functions



Scale-out Systems

Today
144 Nodes
5+ PB
15 Racks

Future
288 Nodes
20+ PB
30 Racks
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The Library of Congress

Storage Architectures for Digital Preservation

Module 2:  Storage Directions
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Data Center Evolution Path
Cisco Unified Data Center Architecture

Unified Computing

Consolidation Virtualization Automation Utility Cloud

Data Center Networking

Unified Fabric

Unified Computing

Enterprise

Inter - Cloud

Location
Freedom

HW
Freedom

Provisioning
Freedom
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“From Silos to Services”:
Network-Based DC Infrastructure Transformation

App1App1 App2App2 App3App3

Virtualized NetworkVirtualized Network

Virtual Storage PoolVirtual Storage Pool

Virtual Server PoolVirtual Server Pool

• Improve Flexibility
• Fast Reconfiguration

• P&C Efficiencies

• Discover Services
• Automate Provisioning

• Ensure Compliance

Shared NetworkShared Network

App1App1 App2App2 App3App3

Shared StorageShared StorageSANSAN SANSAN SANSAN

NwkNwk NwkNwk NwkNwk

• Regain Asset Control 
• Reduce Cap Expense
• Increase Utilization

Standardized ServersStandardized ServersSvrSvr SvrSvr SvrSvr

Network Connected
Assets

Network Hosted
Services

Network Orchestrated
Services

App1App1 App2App2 App3App3

Infrastructure
Services

Infrastructure
Services

Unified
Fabric

Unified
Fabric

Application
Services

Application
Services

Virtualization AutomationConsolidation
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Data Center Evolution: A Unified Fabric

With Unified I/O
• Single Transport
• Unified & Virtualized I/O
• Built-in Interoperability
• Less parts/power/space
• Cost effective Service consistency

LAN SAN IPC

Storage High Performance
computing

Internet/
Intranet

Today
• Multiple I/O
• Higher Capex
• Higher Opex
• Multiple Mgmt mechanisms

SAN

IPC

Unified
Fabric

LAN

Nexus 7000
platform
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Cisco Unified Fabric:  
Cisco UF enhancements are 
standards-based
Enables  the unified fabric to 
accommodate LAN, storage and 
clustering application
30% Power Reduction in the 
server
Eliminates additional switches 
and ports for additional power 
savings
UF Features

- Lossless transport
- Bandwidth management
- L2 Multipathing
- Data Center Bridging Exchange 

Protocol

Unified Fabric and I/O

Storage Storage 
NetworkNetwork

Mgmt Mgmt 
NetworkNetwork

ClusterCluster
22

Cluster Cluster 
11 Backup Backup 

NetworkNetwork

Unified
Fabric

Unified
Fabric
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Storage Directions, Trends 
and Solutions

Cloud Computing 

Raymond A. Clarke
Sr. Enterprise Storage Solutions Specialist, Sun Microsystems -  Archive & Backup Solutions

SNIA Data Management Forum, Board of Directors
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  The illusion of infinite compute resource
  The elimination of up-front commitment

  The ability to pay-as-you-go
"Above the Clouds: A Berkeley View of Cloud Computing" (February, 2009)

&
 Low barriers to entry and exit

What do end users expect of 
Cloud Computing?
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Public

Business Models

Private Hybrid

You don’t know who 
else is on the same 
server, network or 
disk that you are

You own the server, 
network and disk, and 
decide who gets to run 

on it with you 

You own some parts 
and are sharing 

some parts, though 
in a controlled way
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Applications offered on-demand over
the network (salesforce.com)

Basic storage and compute capabilities offered as a 
service (Amazon web services, Microsoft’s Cloud 

Infrastructure Services, Mosso)

Developer platform with built-in services (Google 
App Engine, Microsoft Azure Platform) 

Cloud Computing Layers

Infrastructure as a Service

Platform as a Service

Software as a Service
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Openness Promotes Interoperability 

DMTF – Open Cloud Standards Incubator

Sun Cloud 
Computing

http://www.sun.com/cloud

http://www.mikedipetrillo.com/mikedvirtualization/2009/05/dmtf-open-cloud-standards-incubator.html

http://www.ogf.org/

http://www.opencloudmanifesto.org

http://www.cloudforum.org/

http://www.snia.org/forums/csi/

http://www.mikedipetrillo.com/mikedvirtualization/2009/05/dmtf-open-cloud-standards-incubator.html
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Cloud Storage Reference Model

Source: SNIA CSI
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Cloud Architecture – Future

Partner and Build

User Apps and Services

Internet Accessible APIs and UIs

Servers Storage Network

Virtualized Datacenter Management Layer

User Web Site

Storage
Service

Queuing
Service

JavaEE
Service etc.

Application Catalog,
Forums, DocsVirtual Datacenter

Management Console

Accounting, Billing and Metering

Identity 
Service

Database
Service

Compute
Service
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Benefits of Cloud Computing
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Sun Cloud

Introducing the Sun Cloud
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A Peek Behind the Sun Cloud

 Products
 and

Technologies

Expertise
and

Services

Open
CommunitiesPartners

Sun 
xVM

Q-
layer
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Comprehensive OPEN Portfolio 
Delivering Customer Choice

xVM

Operating
System

Virtualization

Application
Infrastructure

Database/
Storage Platform

Systems

Microprocessor

Servers
Storage
Networking

Developer
Environment

S
E
R
V
I
C
E
S
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Open Storage/Open Archive Anatomy

Tape-Related
Software

Storage Servers Open Storage Arrays

SAS HBA's File-Systems

ZFS, Lustre, 
SAM/QFS, pNFS

SunFire X4540

Storage J4200
Storage J4400

Storage J4500

SunFire X4240
Sun Fire x4250

CMT Servers

Open Storage Flash

F5100 - SSD

Open Storage Appliances

Sun Storage 7110 Sun Storage 7210 Sun Storage 7410

NFS
CIFS FCP SAS iSCSI IB VTL OSD IBCAS

XA
M

Web
DAV

Replication

Security

Mirror/Snap

Search

Encryption

De-duplication

Migration

Backup

ComplianceZFS                                      SAM-QFS

Sun Storage 7310
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ZFS Turbo Charges Applications

ZFS automatically:

• Writes new data to a very fast
SSD pool (ZIL)

• Determines data access patterns
and stores frequently accessed
data in the L2ARC

• Bundles IO into sequential lazy
writes for more efficient use
of low cost mechanical disks

• Now shipping in OpenSolaris
and coming soon in Solaris 10

The Hybrid Storage Pool Data Management
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ZFS Hybrid Storage Pools
Faster, Cheaper, Less Power

100 Enterprise HDDs100 Enterprise HDDs Hybrid Storage PoolHybrid Storage Pool

30 High 30 High 
Capacity Capacity 
HDDsHDDs

1 SDDs1 SDDs
More IOPSMore IOPS
Lower $GBLower $GB
Lower Power Lower Power 
ConsumptionConsumption
Less Rack Less Rack 
SpaceSpace

For more on HSPs, see Adam Leventhal's article in the Communications ACM 
Magazine http://mags.acm.org/communications/200807/

1/5ththe Cost
1/10the Power

Capacity: 30 Tbytes
Performance: 30K IOPS

Cap/Op-: $55,000 - 1.75kWhr

Capacity: 30 Tbytes
Performance: 30K IOPS

Cap/Op-: $6.040 - 0.392kWhr
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Cloud Storage

● The Good News
– Cheap, flexible, easy-to-use, available, reliable

– Competitive marketplace of providers

● The Bad News (S3's version, others similar)
– AMAZON ... SERVICES ... ARE PROVIDED “AS IS”
– WE ... DO NOT WARRANT THAT ... THE DATA YOU 

STORE WILL BE SECURE OR NOT ... LOST OR 
DAMAGED.

● How can we leverage cloud storage
– Taking advantage of the economics
– Without trusting a service that disclaims all liability?



Preservation as a Cloud Biz

● Provider expects download >> upload
– Margins: ~100% on download, ~33% on upload

● Preservation: download << upload
– Preserved content access density very low

● Preservation is cost-effective cloud use
– Like buying the supermarket loss-leader

● Preservation is a small niche cloud use
– Otherwise providers will change pricing model

● Cloud technology won't target preservation
– Will not deliver preservation-level bit reliability



Availability vs. Reliability

● Availability:
– What proportion of requests get an answer

– S3 refunds you if they don't make 99.9%

● Reliability:
– What proportion of requests get the right answer
– S3 says that's your problem

● Preservation needs extreme reliability
– CERN study: 99.9999999% of bits OK after 6 months
– Petabyte for a century needs 99.9999999999999999%



Multiple Replicas in the Cloud

● Each copy in cloud will be unreliable
– Need copies in multiple storage providers

– Need to detect and repair damage to each copy

– Overall reliability depends on time from damage to repair

● Audit 3 copies of 10TB 8 times per year
– Storage costs $4500/mo (Amazon pricing)
– Audit by extract from cloud & hash $3400/mo

● Audit in provider's compute service
– No charge for data transfer, so much cheaper
– But, can't trust provider – incentive to cover up failure



Audit vs. Stored Hashes

● Auditor stores hashes (e.g. Song & JaJa '07)
– Auditor initially gets content, hashes it, remembers hash

– Regularly asks provider to hash content, report result

– Compares reported hash to stored hash

● Auditor trusts provider
– Provider could get content, hash it once, remember hash
– Report remembered hash every time, no failures ever

● Auditor has to be in ingest pipeline
– Hard to be a true third party



Audit vs. Stored Challenges

● Auditor stores challenges (Shah et al., 2007)
– Auditor gets content, chooses N random nonces

– Computes, stores N pairs: nonce,hash(nonce,content)

– N-1 audits: send nonce, get hash(nonce,content)

– Then get content, validate hash(nonce,content), repeat

● Auditor doesn't trust provider
– Provider has content now if hash(nonce,content) correct

● Auditor has to be in ingest pipeline
– Hard to be a true third party



Mutual Audit

● Auditor manages mutual audit (cf. LOCKSS)
– Auditor sends nonce1 to provider

– Provider replies nonce2,hash(nonce1,nonce2,content)

– Auditor sends each vote to other providers to check

● Plus spurious votes to detect fraud

● Auditor trusts majority of providers
– Providers judged by “jury of peers”

● Auditor not in ingest pipeline
– True 3rd party audit, never sees content being audited



Conclusions

● Preservation in the cloud requires:
– Greater reliability than providers will offer, thus requires

– Replicas in diverse providers, thus requires

– Audit & repair between replicas

● Audit of cloud replicas requires:
– 3rd party auditing that does not trust cloud provider,
– But takes place in the cloud environment

● Auditing outside the cloud is too expensive

● No perfect solution available
– LOCKSS protocol closest to meeting all requirements
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Data Integrity

Means and Practices
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Backup vs. Archiving – there’s a difference

Replication

Encryption

VTL – ATL

Deep Archive

Replication

Encryption

De-duplication

Primary
Data

Disk
Archive

Tape
Archive

SSD

High Performance Disk

Capacity Disk

VTL - ATL

BACKUP

Recover data/information
Due to corruption or loss
Meet RPO and RTO objectives
Maintain copy for disaster 
recovery
Offline volume remounted and 
manually searched

Sinngle/Multiple copies
Multiple points in time

ARCHIVING

Maximize efficiency and 
optimization
Regulatory compliance, 
Provenance, Fixity
Enable eDiscovery
Meet best practice
Search Criteria Online files recalled 
based on key word/date criteria

Multiple copy
Infinite time periods

Both are required in today's environments
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24 Words - Pythagorean Theorem

67 Words - Archimedes Principal

179 Words - 10 Commandments

286 Words - Lincoln's Gettysburg 
Address

1300 Words - US Declaration of 
independence

26911 Words ........                               
 EU REGULATION ON THE SALE 
OF CABBAGES

Why is Backup & Archive So Important?
... because The History of Data 
Growth is Exponential!
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Building a Terminology Bridge

Archive: the report advocates that IT practices adopt a more consistent usage of the term 
‘archive’ with other departments within the organization. To the archival, preservation, and 
records management communities, an “archive” is a specialized repository with 
preservation services and attributes. 

Preservation: managing information in today’s datacenter with requirements to safeguard 
information assets for eDiscovery, litigation evidence, security, and regulatory compliance 
requires that many classes of information be preserved from time of creation. Preservation 
is a set of services that protect, provide availability, integrity and authenticity controls, 
include security and confidentiality safeguards, and include an audit log, control of 
metadata, and other practices for each preservation object. The old IT practice of placing 
information into an archive when it becomes inactive or expired no longer works for 
compliance or litigation support, and only adds cost. 

Authenticity: is defined in a digital retention and preservation context as a practice of verifying a 
digital object has not changed. Authenticity attempts to identify that an object is 
currently the same genuine object that it was “originally” and verify that it has not 
changed over time unless that change is known and authorized. Authenticity verification 
requires the use of metadata. The critical change for IT practices is that metadata is now very 
important and must be safeguarded with the same priorities the data is. IT practices 

Source:

http://www.snia.org/forums/dmf/knowledge/term_bridge/ 
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What is an Archive?

Security
Accessibility
Integrity
Scale
Long Life
Open Standards (Access and 
data format)
Cost and “Data” Effective
Eco Responsible

A Searchable Repository That Provides Business Benefits
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Demands of a New Archive Reality

Is the ratio for archiving Is the ratio for archiving 
solutions changing?solutions changing?

10 / 90 10 / 90 
versusversus

2 / 18 / 802 / 18 / 80

Next Generation Archives need to Next Generation Archives need to 
address a new dimension of the address a new dimension of the 
massive resting data – How do you massive resting data – How do you 
search Petabytes of data from the search Petabytes of data from the 
edge?edge?
The new ratio has evolved into a The new ratio has evolved into a 

Write / Read / Search relationship Write / Read / Search relationship 
(2 / 18  / 80) – (2 / 18  / 80) – different demands on different demands on 
the infrastructurethe infrastructure
Business semantics need to drive Business semantics need to drive 

data management not systematic data management not systematic 
schemasschemas
Virtualization and Search become Virtualization and Search become 

critical to the presentation of the critical to the presentation of the 
data, something new is needed...data, something new is needed...
Compute and Store need to Compute and Store need to 

ConvergeConverge
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Most Data Remains Untouched

> 50-60%

20-25%

15-20%

1-3%

Type of TechnologyValue Index %

DRAM SSD, Flash Memory HDD, Hi-Perf Disk   T0 – 99.999+

                 High- Capacity Tape, MAID, Manual Tape, Shelf Storage  
  T3 – 99.9

                   Midrange HDD, SATA, Virtual Tape, MAID, Integrated Virtual 
Tape Libraries  T2 – 99.99

          Enterprise-class HDD, RAID, Mirrors, Replication   T1 - 99.999+

Tier 1Tier 1
High-value, High lngest, High-value, High lngest, 
OLTP, Revenue OLTP, Revenue 
Generating, High-Generating, High-
performance Dataperformance Data

Tier 2Tier 2
Backup/recovery Apps, Backup/recovery Apps, 
Reference data, Vital and Reference data, Vital and 
Sensitive Data, Lower Sensitive Data, Lower 
value active datavalue active data

Tier 3Tier 3  
Fixed Content, Fixed Content, 
Compliance, Archive, Compliance, Archive, 
Long-term Retention, Long-term Retention, 
Green Storage AppsGreen Storage Apps

Tier 0Tier 0
Ultra High-Ultra High-
performance/Ultra High performance/Ultra High 
value Informationvalue Information

Source: Horison Information Strategies Fred Moore   www.horison.com 

Average Distribution 
of Data by Tier

Near 0%90+

    1-5%30

20-25%7

40-60%3

70-80%1

Probability of 
Re-reference

Age in 
Days

G
re

en
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Why Tape Continues to Make Good Sense

Function             Tape       Disk

Available on selected disk 
products.

Encryption available on 
essentially all tape drives 
types. 

Encryption for highest 
security level 

Very rarely, except with 
MAID (questionable ROI). 

Green storageInactive data does not 
consume energy 

Difficult to move disk data 
to remote location for DR 
without electricity. 

Data/Media can be move 
remotely with or without 
electricity. 

Move data to remote 
location for DR with or 
without electricity 

Disks are difficult to 
remove and safely 
transport. 

Media is completely 
removable and easily 
transported. 

Portability 

3~5 years for most HDDs 15~30 years on all new 
media. Long span of media 
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Make a Fool-Proof System and Nature 
comes up with a more creative Fool!

“the smarter the person, the dumber the mistake”

• Human Error is the most likely and unpredictable source of 
problems

• The smartest people sometimes are the most likely to make an 
error

• How a well-designed system provides mitigation
• Consider and mitigate all possible failure scenarios
• Provide user-friendly, simple management interface
• Eliminate human interaction as far as possible by policy-driven 

automated processes
• Use Quorum to validate critical actions 
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Store Data for Forever!

Future-proof Data Storage for data preservation
 Archive files are self-describing, standard
 No lock-in, open TAR format
 Move data to newer, more reliable media over time 

transparently
 WORM enforcement throughout the archive



LoC - Data Integrity - Sun Microsystems

System Basics

• User/Application Storage Layer Abstraction
> New Data
> Aged Data

• Policies
• Multi-Tiered, Multi-copy Archival

> Local
> Remote
> Distributed 
> Cacaded

• Continuous Data Protection, On-disk WORM and 
Encryption.
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Tape Encryption Technology

• Encryption Engine located between the Compression and formatting Functions
• Encrypted Data is highly randomized so encryption must be done post-compression 

to retain the benefits of Compression
• All tape-based encryption products use AES-256 – the most powerful commercially 

available encryption algorithm
• All Firmware and Hardware encryption processes are validated by Known Answer Test at 

power-on  
• Drive is designed to ensure that data cannot be encrypted with a corrupted key

Secure and Authenticated Key 
Transfer
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Single Site DR Site

KMAKMA 2

KMA 1

Key 
Management

GUI

KMA 
Cluster

Customer Key Management Network

L700 Library
Library

Off-site 
Storage 
Server

Off-site Tape 
Repository

Cloud, In-house or 
3rd party DR Facility

Data 
Center

Typical Small Configuration
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Key Life Cycle
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Threat Mitigation

Key Management Appliance Failure KMS design replicates database to all KMA’s in 
cluster.  Database Backup protects universal multiple 
failures

Network Failure KMS design can ride through temporary interruptions, 
managed switches can provide redundant network 
connection.

Data Center Fire, Flood etc. KMS replication to off-site KMA’s in cluster.  Backup 
database to off-site server.  Off-site tape vaulting.3rd 

Party DR Services. 

What do we need to protect against?
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Single Site DR Site

KMAKMA 2

KMA 1

Key 
Management

GUI

KMA 
Cluster

Customer Key Management Network

L700 Library
Library

Off-site 
Storage 
Server

Off-site Tape 
Repository

Cloud, In-house or 
3rd party DR Facility

Database Transfer 
using Restore function 
(Quorum)

Mitigation for Small Configuration
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AES-256

• The most powerful commercially available algorithm
• AES-256 uses a 256-bit key
• A 256 bit number has  1.16X1077 permutations
• In July 2007, the population of the world was 6,602,224,175
• If you gave everyone in the world a super-computer that tries a key value 

every nanosecond, it would take 5.56 X 1050 years to try all combinations
• Assumes that key values are adequately random
• “At 20 to 30 x 109 years, the sun will expand into a red ball and die, 

overwhelming Earth with the heat. Oceans will boil and evaporate, and 
other planets near the sun also will burn”   January 15, 1997

• With AES-256, it is imperative that your system protects itself against 
malicious or inadvertent loss of keys
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FIPS 140-2 Security Levels

Modules are evaluated against 12 sets of criteria and assigned a 
Security Level

The Security Level of the Complete Module is determined by the 
lowest Security Level per criterion

• Security Level 1 is “Basic"  
• Security Level 2 adds "Tamper Evidence" often by using approved 

labels.  
• Security Level 3 is "Tamper Resistant" often by encapsulating the 

device in thick epoxy 
• Security Level 4 is “Tamper Respondent" for example active 

circuitry will erase keys if anyone tampers with the device. 
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Sun T10000B FIPS Certificate
Prior to Certification of the Module, the 
implementation of each cryptographic 
algorithm used in the module must be 
tested and FIPS-certified
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#3. The implications that the change from preserving physical media 
to preserving digital information has upon a storage architecture..

Module 3: Data Integrity -- Digital information is a paradigm shift  from media preservation to 
information preservation.  This module discusses the concept of data integrity, which 
includes physical and logical security, in the digital world.



© 2009 IBM Corporation

Presentation to the Library of Congress

2

Additional Concerns: Physical Documents vs Digital Media

Physical Access + Network 
Access

Physical AccessSharing

Controlled environment to 
preserve media + physical HW to 
retrieve digital data + software to 
render it properly

Controlled 
environment to 
preserve media

Contents

Physical + Digital Access 
Guards

PhysicalSecurity

Digital MediaPhysical Documents

Other concerns: restoration, error detection, intended use, authentication; etc.Other concerns: restoration, error detection, intended use, authentication; etc.
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Preserving Digital Information

•Perfect is unaffordable – sometimes digital information will be lost
•Avoid surprises – perform end-to-end analysis

•Perfect is unaffordable – sometimes digital information will be lost
•Avoid surprises – perform end-to-end analysis
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Preserving Digital Information – End to End Analysis

Error detection and correction are localized within storage systems
Thus, defining the architecture requires 

–An understanding of how much loss can be afforded
–Intended use
–An end-to-end analysis of 

• Component errors
• Media shelf life

–Control processes to ensure system is behaving as expected
A pair of stories of end-to-end (eventually) analysis

–Harris COPE Controller tape transfer
–STK Redwood Drives
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HAIL 
(High-Assurance and Integrity Layer) 

Timothy K. Harder
September 23, 2009
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Getting back control

 The Law of Large Numbers is not on your side
– Even unlikely events will happen given enough opportunity
– 281 Exabytes of data is lots of opportunity

 Drop 1 nine ; drop  281TB of data 

 Assessment gap on dispersal techniques, erasure codes and ecc

 “striped write” + “correct code” + aggregator = “hail’

 M of N can be applied for 2 layer obfuscation and crypto
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Sampling

File
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Proof of Retrievability (POR)

 Adds additional encoding information to the file

 Makes the file resilient to small errors

 Samples the file to check for errors

 Encoding amplifies the effectiveness of sampling
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Aggregation

 Sample only 0.1% of the file to achieve 99.9999% accuracy

 0.1% of 10 TB = 10 GB 

 Combine the blocks to send less data
– Use a keyed aggregation function
– Return a small output value (32 bytes)

ki

F
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Aggregation

 Sample only 0.1% of the file to achieve 99.9999% accuracy

 0.1% of 10 TB = 

 Combine the blocks to send less data
– Use another error correcting code
– Return only 1 output value (32 bytes)

ki

F
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Proof of Retrievability

EncodingFile

Challenge
(       ,      )

S k

Response

(     )
ki

F
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HAIL Encoding - File code

P1 P2 P3

EncodingFile

1 4 7 10 13 16 2 5 8 11 14 17 3 6 9 12 15 18

1 2 1817161514131211109876543

Microsoft Apple Amazon
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HAIL Encoding - Dispersal Code

P1 P2 P3

1 4 7 10 13 16 2 5 8 11 14 17 3 6 9 12 15 18

P4 P5
A1-3

A4-6

A7-9

A10-12

A13-15

A16-18

2
5
8
11
14
17

3
6
9
12
15
18

1
4
7
10
13
16

B1-3

B4-6

B7-9

B10-12

B13-15

B16-18
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(   ,    ,    ,    ,    ) = Consistent Set

HAIL Verify

 Use inter-provider redundancy

 Check one provider against all the others

R1 R2 R3 R4 R5
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Real Life

Disk drive failure
Controller/Node failure
User Errors



Methods
Do Not Trust Storage

Verify all data at each level (disk, controller, cluster)
Keep Multiple Copies of Data

Cross Node Protection
Do NOT Trust your self either

Node Based Storage Management
Segment/Isolate into Failure Units
Improved Recovery
Higher Availability

Fast Recovery from failures
Attempt to repair transient errors
Use the full capabilities of the system during recovery
Design FRUs with recovery time in mind



Data Protection Architecture

Federated Scale-Out Clustered Storage Platform

Storage Node (1) Storage Node (2) Storage Node (N)

Cross Node Data StripingCross Node Data Striping
Error Correction N+M w/Virtual SparesError Correction N+M w/Virtual Spares

Network Access Layer Network Access Layer –– QoS, Transparent FailoverQoS, Transparent Failover

Disk ManagementDisk Management
AllocationAllocation

Disk 
Error Rec

Disk 
Error Rec

Disk ManagementDisk Management
AllocationAllocation

Disk ManagementDisk Management
AllocationAllocationDisk 

Error Rec
Disk 

Error Rec
Disk 

Error Rec
Disk 

Error Rec

Cluster Membership Cluster Membership –– Quorum, Add, Remove, FailQuorum, Add, Remove, Fail



Typical workflow

• Producer
• Ingest
• Process
• Presentation copy
• Preservation copy
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Moving Data and Distributing Data

Storage Architectures for Digital Preservation
September 23, 2009

Brian Bailey
Vice President, Services
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Signiant Software at Library of Congress

Challenge

• Large amounts of data

• Reliability and timeliness

• Accountability for delivery

• Ability to scale to petabytes

Contributing partners
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Signiant Software at Library of Congress

• Automatic digital ingestion from 
Contributing Partners

• Signiant Media Exchange for 
uploads via web browser from 
occasional users

• Signiant workflow automation for 
updates of DAM system for 
accountability

Solution – Signiant Software

Contributing Partners

Internet

Occasional Contributors

Digital Asset
Management 
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Signiant Software at Library of Congress

Results with Signiant Software

• Reliable, proven, automated 
collection of digital files into the 
Library

• Proof and notification of 
delivery

• A model for scaling to 
terabytes of ingested content 
daily from many partners

Contributing Partners

Occasional Contributors

During a single week in June :
1.8 million (24 TB) files moved
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Central Management of all File Transfers, Security 
Policies, and Process Automation Processes

Web-based Interfaces
Real-time Dashboard
Adaptive policy engine
Workflow modeling 
engine
Business policy 
management
Scheduling
Tracking, reporting, 
auditing
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Acceleration

Comparison Bandwidth Efficiency of Signiant vs. TCP for 40 GB Payload
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Security

Support all major 
security services 
Up to 256bit AES 
Encryption
Built in Certificate 
Authority
Certified delivery
Firewall traversal
Data confidentiality and 
integrity

Reporting and auditing
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Q&A

• Whitepapers and videos of note on www.signiant.com:
Signiant Architecture

Field Generated and User Generated Content

File-Based Content Distribution Management Has Immediate ROI, The Real 

Cost of Physical Media Distribution 

The ROI of WAN Bandwidth Optimization - How to Lower Bandwidth Cost, 

Increase Efficiency, Get More for Your Dollars, and Improve Productivity

On www.emc.com:
Content Mobility and Storage for Rich Media
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#4. The implications that digital media has upon data access and
distribution 

Module 4: Moving and Distributing Data -- This module discusses the new concerns that the 
connected world will have upon a storage architecture.  Among the new concerns are 
performance, new media types, and the explosion of multiple copies of data.
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An Interesting Question: How Will Societal Changes Impact Access
and Distribution?

IBM Architecture Experience
– Business requirement to harvest and reuse IP/IC across the SW Group Enterprise
– Formed an architecture board
– Prepared specs and documents for reuse
– Delivered to SW Group Developers: Nothing happened

Problem was a generational communication difference
– Changed approach to accommodate SW developers: Facebooks, Twitters & Meritocracy
– Began to achieve results

What will collaboration look like in the future?
How will researchers who text, RSS, Facebook, tweet, and 2nd life collaborate in the future?
How will their approach to collaboration impact access and distribution?
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Another Interesting Question: How are we to deal with rich media
documents?

Stating the obvious, rich media documents are not like books
Their information is potentially located all over
Some times – for instance video and audio – aren’t book friendly
How do we ensure the document is complete (e.g. no broken links)?
How do we ensure the document hasn’t changed (media, referenced by link, at time of 
“publication” are unaltered)

Saving the digital information, though necessary, is not sufficient for playback
– there are other considerations
– Suggests a trade

• Shall we save the digital media, transformed somehow, in canonical form
• Or shall we preserve the digital media and all of the HW/SW environment

Recommend an activity to develop an 
architectural study of these issues

Recommend an activity to develop an 
architectural study of these issues
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Moving Data and 
Distributing Data
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Sun’s Enterprise Archive Alternatives 

SAP Oracle

Unstructured Data

Database
Backup

Database
Archive

EMail
Archiver

Long-term 
Preservation & Retention 

Archive

Email Audio/Video Images

Primary
Access/Ingest

Structured Data

Data 
Deduplication

Encryption

Tiered Storage 
Management
Assured Delete

Tiered Storage 
Management

Encryption 

Assured 
Delete

NFS
Replication

Replication

NFS

Open 
Storage/

Open 
Archive

Capacity Disk
Unified  

Storage or
JBOD

SAM-FS
(IAS) 

Sparc or 
Sun Fire 

SSD-
Based 

Servers

7000 
Unified 
Storage

/HSP

7000 
Unified 

Storage/H
SP

Local
Tape VTL

 Remote Disk,Tape 
Libraries

and Virtual Tape

Capacity Disk
Unified  

Storage or
JBOD

SAM-FS
(IAS)

Sparc or 
Sun Fire 

SSD-Based 
Servers

7000 
Unified 

Storage/H
SP

Local
Tape 

VTL

Capacity Disk
JBOD

Primary
Database

Green ArchiveGreen Archive
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CIS1 Slide from 2006 –  SNIA DMF 100 Year Archive Task Force 

Challenge: Manage Data for 75++ Years

• HW typically only backward compatible N-1
• Yearly capacity increases
• Every 2-5 years HW becomes obsolete:

> Need to migrate current data to newer HW components
> Replace compute parcels
> Replace FC Parcel for performance and capacity
> Replace tape drives and media to current technology
> Replace SATA parcels for capacity / footprint

• Minimize vulnerability
• HW migration is inevitable; PLAN for it
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What's SNIA Doing About All This?

Educates, Defines and Taking Action to Address Industry 
Challenges
Specific Activities
XAM – eXtensible Access Method
Self-Contained Information Retention Format(SIRF) 
Rationale & Objectives
Requirements & Use Cases

Bridging Terminology
Green Storage Initiative
Cloud Storage Initiative(CSI)
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What is XAM?

• XAM is a SNIA Architecture
> The XAM Architecture spec defines the normative semantics of the API for use by 

applications and implementation by storage systems and standardizes metadata and 
services across XAM compliant systems

• XAM is an Application Programming Interface (API)
> The XAM Java API spec defines the binding of the XAM Architecture to the Java Language
> The XAM C API spec defines the binding of the XAM Architecture to the C Language

• XAM is SNIA Software
> The XAM SDK provides a common library and reference 

implementation to promote widespread adoption of the standard
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The need for MetaData Standards

Which can contains corn?
Open the cans.
How much does it cost?
Ask the clerk.
How many calories does it have?
Ask the vendor.
How does the store automatically 
manage inventory? 
They can’t.
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MetaData Standards

Standardized 
labeling allows 
multiple vendors to 
consistently 
represent 
information to 
consumers

Extended labeling for LOB uses
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What's Sun Doing About All This?

Open Source/Standards Community Engagement
Specific Activities
Open Solaris – ZFS(Hybrid Storage Pool)
Open Storage 
Cloud Computing
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The Evolution of Data Storage:

Applicatio
n

File 
System

Storage

DAS

Applicatio
n

File 
System

Storage

SAN

Applicatio
n

NAS

Applicatio
n

File 
System

Object API

OSD

Storage

Applicatio
n

File 
System

Object API

ISD

Intelligenc
e

Storage

File 
System

Storage
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What is ZFS?
A new way to manage data

The world's 
first 128-bit 
file system

With check-summing and 
copy-on-write transactions

A pooled storage model –
no volume manager

Snapshots
Clones
Replication

End-to End
Data Integrity

Data Services

Software 
Developer

Easier 
Administration

Immense Data
Capacity
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FS/Volume Model vs. ZFS
Traditional Volumes

Abstraction: virtual disk

Partition/volume for each FS

Grow/shrink by hand

Each FS has limited bandwidth

Storage is fragmented, stranded

ZFS Pooled Storage
Abstraction: malloc/free

No partitions to manage

Grow/shrink automatically

All bandwidth always available

All storage in the pool is shared

Storage PoolVolume

FS

Volume

FS

Volume

FS ZFS ZFS ZFS
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What is ZFS?
A new way to manage data

The world's 
first 128-bit 
file system

With check-summing and 
copy-on-write transactions

A pooled storage model –
no volume manager

Snapshots
Clones
Replication

End-to End
Data Integrity

Integrated Data 
Services

Software 
Developer

Easier 
Administration

Immense Data
Capacity
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ZFS Snapshots 

Provide a read-only point-in-time copy of file system
Copy-on-write makes them essentially “free”

Very space efficient – only changes are tracked

And instantaneous – just doesn't delete the copy

Current Data

Snapshot Uber-block New Uber-block
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Open Storage/Open Archive Anatomy

Tape-Related
Software

Storage Servers Open Storage Arrays

SAS HBA's File-Systems

ZFS, Lustre, 
SAM/QFS, 
pNFS

SunFire X4540

Storage J4200
Storage J4400

Storage J4500

SunFire X4240
Sun Fire X4250

CMT Servers

Open Storage Flash

SSD

Open Storage 
Appliances

Sun Storage 7110 Sun Storage 7210 Sun Storage 7410

NFS
CIFS

FCP SAS iSCSI IB VTL OSD IBCAS XAM Web
DAV

Replication

Security

Mirror/Snap

Search

Encryption

De-duplication

Migration

Backup

ComplianceZFS                                      SAM-QFS

Sun Storage 7310
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Requirements for Moving Data and Distributing 
Data

SAN Switches 
provide 

performance, 
flexibility, and 
intelligence to 

move and 
distribute data

Heterogeneity i.e. move data across 
vendor arrays 

Move data across distance

Moving data should not impact 
performance of servers/arrays

Cisco Inc., Company Confidential

Seamless migration of data – no host 
agents, no re-wiring etc.

Move significantly large amounts of 
data M TB/hour (M > 2)

Data integrity checks after migration of 
data
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• Purpose-built line cards with SCSI intelligence that reside in SAN Directors 
that can move up  to 4TB/hour of data between storage arrays
• Purpose-built line cards with SCSI intelligence that reside in SAN Directors 
that can move up  to 4TB/hour of data between storage arrays

Move Large Amounts 
of Data

Move Large Amounts 
of Data

• SAN-like performance over distance with SCSI Acceleration
• Encapsulation of FC in IP protocols for distance connectivity
• Encryption and compression 

• SAN-like performance over distance with SCSI Acceleration
• Encapsulation of FC in IP protocols for distance connectivity
• Encryption and compression 

Move Data Across 
Distance

Move Data Across 
Distance

• Because SAN Directors operate at the SCSI level and have visibility into 
storage arrays from different vendors , it can provide heterogeneous data 
movement

• Because SAN Directors operate at the SCSI level and have visibility into 
storage arrays from different vendors , it can provide heterogeneous data 
movement

HeterogeneityHeterogeneity

• Because SAN Directors have high performance line cards with SCSI
intelligence, they can perform data integrity checks to ensure data has not 
changed during the migration process 

• Because SAN Directors have high performance line cards with SCSI
intelligence, they can perform data integrity checks to ensure data has not 
changed during the migration process 

Data Integrity ChecksData Integrity Checks

• SAN Directors have the intelligence to migrate data between arrays without 
any host agents, no re-wiring, and no re-configuration.  
• SAN Directors have the intelligence to migrate data between arrays without 
any host agents, no re-wiring, and no re-configuration.  SeamlessSeamless

Trends in SAN-based Data Movement

Requirement SAN-based Data Movement Capabilities

Cisco MDS 9000 SAN Director
SCSI Read
SCSI Read SCSI Write

SCSI Write
Storage Array Storage Array 



© 2009 Cisco Systems, Inc. All rights reserved.LOC

An Example of SAN-based Data Movement:
Cisco MDS Data Mobility Manager (DMM)

Online migration of heterogeneous 
arrays
Move up to 4 TB of data in 1 hour
Simultaneous migration of multiple 
LUNs
Unequal size LUN Migration
Rate adjusted migration
Verification of migrated data (integrity)
Secure erasure of old data
Dual fabric support for HA
Requires no SAN re-configuration or 
rewiring
CLI and wizard-based management 
with Cisco Fabric Manager

Data 
Migration

Old Array New Array

Utilizes MSM-18/4 or 
Storage Services Node (SSN-16)

Application Servers

Application 
I/O

Data Mobility Manager
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Technology Migration

Paul Rutherford
Isilon Systems



Real Life Scenario

Technology update to our main server
3rd generation of hardware released last year
Customers upgrades on-line

Disk Capacity update
Higher capacity nodes
Added On-line with a few Configuration rules



How is it done?

Intra-generation compatibility
New technology compatible with old
On-line Add new to old

Leverage failure handling architecture
Upgrade Software
“Soft Fail” old technology component
Allow system to move data
Remove the old component
Repeat over time



The Future

Optimize heterogeneous system
System balance work by capability
Allows old & new to co-exist for long periods

Storage Pooling
Old & New in separate storage pools
Same name space
More gradual migration to new technology



Key Requirements

Require in-place technology upgrade
Zero down time is not the same
Automated Movement
In-place retirement

At least two generations
Must co-exist in single implementation



Archive Drive Study

Dave Anderson, Seagate
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Technical Objectives

• Evaluate possibility of an Archival drive 
capable of 10 year operation & storage
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Longevity of the Storage Device

Key Technical Issues
• Drive Lifetime

– Thermal Stability
– HDI Reliability ( css, stiction, tribology )
– Lubricant Lifetimes
– Corrosion (media, internal parts)
– Head( Reader ) Lifetime
– Electronics/PCBA Lifetime

• Handling/Transportability
– Non-Op Shock
– Op Shock & vibration
– Weight 
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Usage Model & Environment for 10-Yr Life

• Usage Model
– MAID system to reduce power consumption
– Power on approx. 12X/day for duration of 2-3 minutes, 

otherwise powered off

• Environment Expected
– Temperature Range: 20-35°C

– Relative Humidity Range: 20-60%

– Handling: gentle;  install once & leave in 
system for entire life
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Long term storage cases

6

6.5

7

7.5

8

8.5

-2 0 2 4 6 8 10

log(Time (s))

-B
ER

Case A
Case B
Case C
Case D

1yr 20yr

10yr 30yr

100yr

Thermal Stability Modeling

RMO Model for Longitudinal Media Stability, applied to Tonka2 media with Archival conditions

NOTE that even 100 years for Cases C & D degrade ber by less than 0.5 decades !!
Case A: 50°C disk temp, 100% duty cycle (always on)
Case B: 26°C disk temp, 100% duty cycle (always on)
Case C: 26°C disk temp, 2% duty cycle
Case D: 26°C disk temp, 0.3% duty cycle

RMO Model for Longitudinal Media Stability, applied to Tonka2 media with Archival conditions

NOTE that even 100 years for Cases C & D degrade ber by less than 0.5 decades !!
Case A: 50°C disk temp, 100% duty cycle (always on)
Case B: 26°C disk temp, 100% duty cycle (always on)
Case C: 26°C disk temp, 2% duty cycle
Case D: 26°C disk temp, 0.3% duty cycle
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Analysis of 10 yr Archive
• HDI Reliability, Long-Term

– Contact Stop Starts:  
• Max number of css would not exceed 50kcss  in 10-year life of 

archival drive.  
• This is normal spec limit for drives, so probably not a 

reliability risk.  
• Archival tape specs for css-equivalent much smaller: 

(load/unloads of the cartridge into the drive) of 20k (LTO-3) 
and 30k (SAIT-1)

– Stiction:
• Risk of unknown magnitude if the drives are shut OFF for 

extended periods
• If the drive is stored in power off condition for years at a time, 

we have no data on the stiction risk.  It is probably significant.  
• Solution requires drive to be powered on an regular intervals  
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Analysis of 10 yr Archive (cont.)

• Drive Longevity
– Corrosion and Lube Puddling

• The relative humidity inside the drive is ideally held in 
the range of 20% to 60%.  Environments encountered 
could have humidity as high as 80% for limited times (up 
to approx. 3 months)

• Studies show that HDD by itself will readily exceed 60% 
RH when in a 35C/80% environment.  

• For long-time storage, all the underground facilities 
(such as Iron Mountain) have rooms with virtually any 
temperature and humidity desired, from <0ºC to >40ºC 
and 0% < RH < 80%.  Hard drives could be specified to 
be stored in low temp and RH<60%
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Evaporation is a function of Lube Vapor 
Pressure

– Spin Motor Lubricant
• Hydrocarbon Ester
• Vapor Pressure: 2.8 X 10 –6 mmHg

– Actuator Pivot Lubricant
• Hydrocarbon Grease
• Vapor Pressure: 5 X 10 –8 mmHg

– Disc Lubricant
• Perfluoropolyether
• Vapor Pressure: 2 X 10 –8 mmHg

Evaporation rate of lube 
doubles every 10°C, so for 
two temperatures it goes 
like:     2(T2-T1)/10

Hence, if T1~65°C (normal 
hdd specs) and T2~35°C 
(archival drive spec) then

Relative lube evaporation 
rate of archival drive is  
~2-3 = 1/8 as fast, implies 
8X lifetime

8X lifetime would mean 40 
years instead of 5 yrs

Evaporation rate of lube 
doubles every 10°C, so for 
two temperatures it goes 
like:     2(T2-T1)/10

Hence, if T1~65°C (normal 
hdd specs) and T2~35°C 
(archival drive spec) then

Relative lube evaporation 
rate of archival drive is  
~2-3 = 1/8 as fast, implies 
8X lifetime

8X lifetime would mean 40 
years instead of 5 yrs
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Interim Technical Conclusions

• Thermal decay will be less than 0.2 decades of ber 
degradation & is therefore within the limits of BER 
loss

• Lubricants/Oils are well within evaporation limits
• Drive must be maintained in an environment with 

controlled humidity
• Maximum number of CSS in 10-year life does not 

exceed normal spec limit
• Stiction risk exists, if drive is stored in power-off 

state for years at a time.  
• Shock & handling may be an issue.
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On the other hand
• Not clear that drive life is the right way to attack the problem of 

longevity
– If a drive is used for 10 years, it will last through 2-4 generations
– Power, floor space would probably be more valuable after 5 years
– Drives already designed to last 5 years
– Assume areal density CAGR of 27%

0 1 2 3 4 5 6 7 8 9 10

Capacity x 2x 4x 8x

Year

Conclusion:  while designing drives for longer life is technically feasible,
It won’t happen;  too much of the market gets more benefit from regular transitions
to newer technology

Actual 30 GB 200 GB 500 GB 2 TB
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#5.  Some of the system concerns arising from the long-term 
preservation of digital information

Module 5: Technical Migration -- With physical media, such as The Constitution, archiving is 
concerned with the preservation of the physical media.  In the digital world, media becomes 
obsolete in a relatively short period of time.  We examine concerns associated with 
preserving digital information for centuries.
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Scenario: What Will We Do?

Loc Architecture and Services Migrating Through Time
2010 2030 2050

e-mail

•Video 
Enclosure

•Link to blog
blog

•Text &
media
•Link to
on-line
journal

On-line
journal

Journal
Article

Reference

Researcher
Analyze

Digital Media Archive Becomes Messy 
•Researcher has hardcopy of 2030 journal article
•Journal article references a 2010 e-mail
•E-mail has video enclosure and hyperlink to blog
•Blog references an on-line journal

How will a LoC repository provide services to 
identify, analyze and synthesize the information?
How will a LoC repository provide services to 
identify, analyze and synthesize the information?

Moved to
tape (2020)
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Some Brainstorm Scenario Issues

Much of “human knowledge and the creative work of the American people” is incorporated 
via a variety of references and links
What do we preserve?

– All (what does this mean) of the information
– If not all (whatever that means) information what is our decision criteria for what to 

preserve
Barriers to extraction of rich media: 

– Physical devices to read digital data on media
– Errors on the physical rendering it unreadable
– Incompatibilities

• Operating system upgrades incompatible with media reader
• Applications to interpret and present the digital information incomprehensible
• Upgrades to middleware may be incompatible with digital information



© 2009 IBM Corporation

Presentation to the Library of Congress

4

Goals for the Architecture to Satisfy
(Think of Needs Flowing Through Time) 

“make this material available …[so that it is] useful to the lawmakers”

What is the material we must make available?  The digital information?  
Hardcopies of the digital information?  Both?  How do we process the links?
Interesting new material properties impact architectural decisions

– Historically, media preservation preserved information; information could be 
copied

– Media preservation isn’t as significant, especially if it isn’t possible to extract 
the information from the media

Dealing with rich media: display of digital media requires OS, middleware and 
application compatibility with the digital information (e.g. the environment) and the 
ability of physical devices to read that media

A disciplined approach to creating a LoC architecture 
that is adaptable through time is essential
A disciplined approach to creating a LoC architecture 
that is adaptable through time is essential
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Information 
Migration

Raymond A. Clarke
Sr. Enterprise Storage Solutions Specialist, Sun Microsystems -  Archive & Backup Solutions

SNIA Data Management Forum, Board of Directors
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SNIA DMFs 100 Year Task Force Study 
Objectives
• Study the business and operational requirements for long-

term digital information retention in the data center 
– Goal: Determine the requirements for long-term digital information 

retention in the data center.  These requirements are needed to frame the 
definition of best practices and solutions to the retention and preservation 
problems unique to large, scalable data centers 

– Research Hypothesis: Practitioner’s experiences with terabyte-size 
archival systems are adequate to define the business and operating 
requirements for petabyte-size information repositories in the data center 

2
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Logical and physical migration do not scale cost-effectively
Only operating standard today is to migrate information physically 
(to new media) every three to five years and logically (to new 
formats) before the applications and readers die and become 
obsolete (every 5-10 years)  

A never ending, costly cycle of migration
Practitioners are struggling to keep up with migration 
requirements. Only 30% claimed to be doing physical migration 
correctly on disk & none on tape or optical. Only 20% claimed 
they were confident in their ability to logically migrate some of 
the data.  

Information is at risk long-term!

Key Concern
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Key Findings
• The problems of logical and physical retention

> Practitioners are struggling – information is at risk long-term
> Problems are real and generally understood

• Long-term generally means over 10-15 years. 
> IT can manage to migrate and retain readability for about this long. For 

longer periods, processes begin failing, become too costly, and the 
volume of information becomes overwhelming.

• Long-term retention requirements are real. 
> Over 80% of organizations reporting have a need to retain information 

over 50 years and 68% report a need of over 100 years.

“This is the problem with 'Digital Archive', you are not thinking long 
enough into the future.“    (Source: Respondent)
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Requirements for Long-Term Retention
• Accommodate Drivers

> Legal risk
> Compliance requirements
> Business risk
> Security risk
> Preserving history

> Organizations
> Institutions

− Universities
− Libraries
− Archives

> Nations

• Overcome Inhibitors/Barriers
> Executive mgmt commitment
> Maintaining readability 

> Logical & physical migration
> Collaboration between 

information owners and 
administrators

> Cost and complexity
> Professional status

 It's very scary to me that the administration is so cavalier about business records.
 (Source: Respondent)
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Requirements for Long-Term Retention
• Practitioner's Needs

> Solve logical and physical 
migration

> Solve technology obsolescence
> Improve business commitment
> Reduce operating cost
> Better management tools
> Better collaboration

• Technology Issues
> Solve logical and physical 

migration challenges
> Solve the scaling problem to 

keep up with the growing volume
> Information classification
> Include provenance & metadata
> Dealing with growth & technology 

change/obsolescence
> Include databases and email
> Include legacy Information
> Better discovery and deletion

Distribution of state on disk must match the ongoing business 
value of the data – automatically.  If not, it's an

unsolvable problem, since humans cannot keep up with the 
data onslaught. (Source: Respondent)
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Task Force's Recommendations

• Response to business drivers
> Solutions & best practices that 

are developed have to be 
compatible with requirements 
for compliance, discovery, 
integrity, privacy, protection, etc. 

• Inhibitors to overcome
> The three technical inhibitors 

(migration, cost, & complexity) 
are essential elements of 
proper solutions

• Target solving the top storage-
related problems 
> Physical & logical Migration
> Integrating meta-data
> Reducing management cost 

and reduce operating costs 
through automation 

> Keep information available, 
discoverable, protected, private 
& secure

> Integrate with XAM, ILM , and 
other existing standards & 
practices
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Long-Term Retention Reference Model
• Glossary (in review)
• Physical Migration

> A virtualized, federated 
information repository in which 
self-healing eliminates need for 
physical migration

> Add all required services (de-
duplication, hash-based unique 
naming,  location 
independence, encryption …

> Meta-data: thru XAM

• Logical Migration
> SIRF: Self-contained 

Information Retention Format
> a container based on OAIS' 

Archival Information Package 
integrated with XAM
> Through XAM applications 

can write archival formats 
containing metadata, 
information, and a reader. 

> XAM encourages support
• Best Practices
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Self-Contained Information 
Retention Format (SIRF)
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Requirements for the Data Layer Format (1/2)
• Media agnostic

> Tape, disk, future media
• Vendor and Platform agnostic
• Self-describing
• Support self-contained data

> Include means to represent internal links and cross references
• Performance

> Needs to have good performance even for large datasets, 
including text and binaries 

> Enable parallel reads and writes 
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Requirements for the Data Layer Format (2/2)
• Interoperability

> Need to be able to migrate data between different systems without loss of 
data 

> Can be interpreted in the future
• Extensible

> Additional information which may be added in the future
> Vendor specific extensions

• Cost
> Free parsers

• Readable by both humans and machines
> Ability to do offline inspection

• Support additional functions on the data
> compression, encryption, cryptography
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SNIA Data Management Forum

OAIS AIP Logical Structure

Content Data Object - the raw data that is the focus of the preservation.
Representation Information – the information required to interpret the raw data to its 
designated community.
Reference – globally unique and persistent identifiers for the content information.
Provenance – the history and the origin of the content information and any changes that 
may have taken place since it was originated, and who has had custody of it since it was 
originated.
Context – documents reason for creation of the content information and relationship to its 
environment.
Fixity – a demonstration that the particular content information has not been altered in an 
undocumented manner. 

(ISO 14721:2002)(ISO 14721:2002)
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Proposal
• SIRF is a proposal for an open logical format standard based on 

marrying the OAIS AIP with XAM. 
• The data format will include OAIS concepts

> RepInfo, reference, provenance, fixity, context, etc.
• Add inter-link and external-link mechanism
• Include TOC that points to the various AIPs on the media

• VTL could be a natural translation point and search staging area for off 
line data 
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Example Helpful Practices

• Classify your information (into a few common buckets)

• Set retention periods and delete ‘expired’ information 
Free up space, only store what is required
Include your databases

• Control the number of copies for protection and 
operational recovery and their locations

• Set policies for audits and perform them
Measure and improve
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SNIA Data Management Forum

OAIS AIP Logical Structure

Content Data Object - the raw data that is the focus of the preservation.
Representation Information – the information required to interpret the raw data to its 
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